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1. Introduction TC "1. Introduction" \f C \l "1" 
Imagine you are the owner of a telephone service provider. In order to manage your company effectively you need to accurately keep track of some specific details. For starters you will need information on your customers, including but not limited to: name, address (including state, zip code, street, apt. number, etc.), phone number, number of lines, type of service, credit card info, etc. Now you must also keep track of your employees with some similar information.

Assuming you have 10,000 customers and 500 employees and you only have 10 attributes of information for each: in total you have 105,000 separate, yet related, pieces of data that all have to be stored and managed. Not only does this not take into account financial information (transactions, in house expenses, etc.), office information (address, who’s in what office, office phone numbers, etc.), extended services (DSL, long distance, call-waiting), or detailed customer/employee information but it also represents a tiny telephone service provider. 

As you can see a business must store and organize many details about themselves. Therefore, data management is a very important and, possibly, daunting task. The problem arising is a need to store and manage complex data structures. This can be seen in application design using Object Oriented Architectures over previous Procedural Architectures; as business and application software becomes more complicated, so must storage means. 
Fundamentally a data model is designed to mimic real life situations in order to store data in an accurate manner, but there’s a problem – real life is more complex than the data current management systems can support. Future databases will need to handle much more sophisticated types of data than current commercial types typically do [3]. These sophisticated data structures are a necessity for real world data modeling and data requirements. As a result, “one of the slowest changing areas in computing today [is changing]… Right now database designers are dealing with the emergence of a new logical data model – the object oriented data model…” [4]. The Object-Oriented data model (OODM) is ideal for real-world situations because it is specifically designed to look at data before defining program logic. As a result, the program developed is designed to fit the data rather than making concessions with data structures to fit program logic. This allows us to identify program objects, discussed later, which are analogous to real-world objects. 
2. Background TC "2. Background" \f C \l "1" 
To understand the specifics behind OODM it is best to take a look at the two technologies that lead to its’ development: the Object-Oriented Paradigm and current Relational Data Modeling. Lastly we examine previous object-oriented database management systems (OODBMS) in order to show how varied an approach one can take when trying to create an OODM. 
2. Object-Oriented(OO) Paradigm TC "2.1 Object-Oriented(OO) Paradigm" \f C \l "2"    Error! Bookmark not defined., Error! Bookmark not defined., 
        
The Object-Oriented Paradigm is the basis behind object-oriented programming (OOP) and represents a new approach toward program organization. When taking an Object-Oriented approach the goal is to combine both data and functions that operate on that data into a single unit, called an Object [6]. An OO Program is, typically, a number of Objects that communicate with each other using one another’s member functions. We will discuss later how this approach simplifies writing, debugging, maintenance, and gives the program a closer relation to the real-world. 
2. Object-Oriented Data Model Concepts TC "2.1.1. Object-Oriented Data Model Concepts" \f C \l "3" 
Before we begin talking about the OO paradigm we look at something that has nothing to do with programming at all. This case in point, given by Jan Harrington, identifies some fundamental aspects behind the OO Paradigm. 


First, assume you are trying to teach a person how to play some various card games. Your first set of instructions is for the form of Solitaire called Klondike. You decide to break the instructions for the game into two parts: information about the game, and possible questions your student may have. So you produce a set of instructions that looks like: [4]
Information about the Game:  

Name: Klondike


Decks: One


Dealing: Left to Right – First Pass: First card face up, six cards face down…

Playing: One or Three cards can be turned up at a time. As encountered, put aces on top...


Winning: All cards built on top of their aces.

Questions to Ask: 


What is the name of the game?



Read Name section.


How many decks do I need?



Read Decks section. 


How do I deal the Game?



Read Dealing section. 


How do I play the Game?



Read Playing section. 


How do I win the Game?



Read Winning section. 



The next game that you write instructions for is “Go Fish” using the same pattern for this set of instructions as used for Klondike. Next, using the same pattern, you write the instructions for “War”. Although the three games have very different rules of play, and goals, they can all be described using the same pattern. 


This example is very similar to an Object-Oriented approach, and we can use it to identify some key data concepts: Objects, Classes, Encapsulation, and Inheritance.
Objects: An object is a self-contained element used by the program. In this case: each individual game (i.e.: the Klondike Object).
· Attributes/Variables: Knows information about itself.

· name, dealing, number of decks used, etc.   

· Methods/Behavior: Knows how to do different actions.

· explain how to deal, how to play, how to win, etc.

· Usually very “security-minded”: Keeps information about itself and method details private

· However, easy to “ask” for information using methods. 

Note: The following pairs of words will be used interchangeably: “attributes and variables”, “methods and behaviors”.

Classes: “A class is… a description of a number of similar objects” [6], the logical structure of an object. In this case: the template used for each card game. 
· Specifies what data and what functions will be included in objects of this class. 
· “A class is also a data-type. In fact, an Object-Class is an implementation of… an abstract data type, which is just another term for a user-defined data type.” [4] 

(Template for the CARDGAME Class)
Information about the Game: Class Variables

Name: 


Decks: 

Dealing: 

Playing: 


Winning: 

Questions to Ask:  Class Methods

What is the name of the game?



Read Name section.


How many decks do I need?



Read Decks section. 


How do I deal the Game?



Read Dealing section. 


How do I play the Game?



Read Playing section. 


How do I win the Game?


    Read Winning section.
Encapsulation: The Object, having both attributes and methods, is complete in itself. External programs know nothing of structure and don’t need to know. 

· For Example: ‘Klondike’ does not need to know anything about ‘Go Fish’ and vice-versa.

· In order to access this hidden information you use the objects “interface”, which consists of attributes and methods that can be accessed from the outside world. 

· For Example: In an OO Program, executing “How do I play the Game?” will output the Playing section for the user to see.
Inheritance: Many objects have methods in common. Inheritance is used to reduce duplication.
· Object Derived is a subclass of Object Base.

· Derived inherits all attributes and methods of Base in addition to any non-inherited features.

· For Example: Assume you had your own version of Solitaire, called YourKlondike, which involved a different way to win the game. YourKlondike would inherit all attributes and methods from Klondike but would have a different Winning attribute that was defined, not inherited.

In our example we identified the objects: various card games. Then we designed a general template, class, for all card games that would fit the information we wanted. Finally, we filled in the information for the different games. Our finished product is a general template for all card games, and three object instances (Klondike, Go Fish, War) all with their own individual information. But how does this approach help us?
2. Benefits of OOP TC "2.1.2 Benefits of OOP" \f C \l "3" 
The Object-Oriented Paradigm was developed because of limitations discovered in earlier approaches to programming. Robert Lafore identifies these limitations in procedural and structured programming through examples of increasingly sized programs.


Languages, such as C, Pascal, FORTRAN, are Procedural; meaning, each statement in the program tells the computer to do something. The program is therefore, a list of instructions. Structured Programming is similar to procedural but it divides the program into functions. Each function has a defined purpose and interface to other functions. However, the principle is the same: a grouping of components that execute a list of instructions [6].

As these lists grow larger and larger they become increasingly difficult to maintain or even comprehend. Robert Lafore states the procedural and structured paradigm’s flaw rests in two related problems: First - potentially unlimited access to global data, and Second – unrelated functions and data: 
Unrestricted Access [6] - there are two kinds of data in a procedural program: Local Data – hidden inside a function, used exclusively by the function; and Global Data – which can be accessed by any function in the program. 

The problem is, whenever more than one function accesses the same data it must be made global. As the program is modified and updated it is possible that these connections will become varied and numerous. As the program grows larger, the number of different connections increases. Now, suppose we need to change a data value from a short to a long: every function that accesses the data must be identified and appropriately changed. Any inconsistencies could have consequences throughout the program.
Unrelated Functions and Data [6] – this can also be thought of as inaccurate “Real World Modeling”. The arrangement of separate data and functions in Procedural Programming is a poor model of the real world. In an OO Program there is a close correspondence between real-life objects being modeled and objects in the OO Paradigm. A “Card-Game” object in the OO world represents that card game in the real-world. Everything about a card game is included in its’ class description. This gives us an excellent was to conceptualize our program. This is a huge leap over procedural programming which can have global variables and functions distributed all over the place.

The Object-Oriented approach represents a powerful way to cope these kinds of problems and, in turn, with complexity. The benefits of the object-oriented approach are numerous but there are two main benefits to this method.
1. Organizational:

a. OO Paradigm emphasizes program design, not coding details.

b. Inheritance reduces redundant information.

c. Encapsulation allows us to guard information and keep it safe from unnecessary modification.

d. Objects are naturally designed with an easy-to-follow structure which identifies attributes and behaviors 

2. Closer relation between programming objects and real-world objects: 
a. Results from combining data and functions into a single unit. 

b. Grants an easier way in visualizing a program.
c. Using this method gives a whole new approach to program design by identifying objects.

As a result of these organizational and real-world benefits an OO Program can be easily conceptualized. Additionally, since each object is complete in itself you know exactly which functions access which data: the object’s functions access the object’s data, and nothing else can access it. This simplifies writing, debugging, and maintenance because everything is clearly mapped in the classes. You can see how every object access different data and you can see how Objects interact as opposed to seeing how the program as a whole executes. If you are not convinced on the benefits of an OO approach you will just have to try it out yourself.
2. Relational Data Modeling. TC "2.2 Why Current Data Modeling is insufficient for Object Storage." \f C \l "2" 
The Relational Data Model was first introduced by E.F. Codd in 1970. Nowadays Relational Data Modeling is the industry standard for database design and is the foundation of the majority of today’s Database Management Systems (DBMS). Data is stored in relations (a two-dimensional table) that adhere to the following characteristics [5]:
· Rows contain data about an entity instance.

· Columns contain data about attributes of the entity.

· Cells of the table hold a single value.

· All entries in the column are of the same kind.

· Each column has a unique name.

· The order of columns is unimportant.

· The order of rows is unimportant.

· No two rows may be identical.

BUILDING

	Building #
	Building Name
	Address
	…

	100
	Berndt
	1000 Rim Dr. 
	…

	200
	EBH
	1001 Rim Dr.
	…

	…
	…
	…
	…


Example of relation:

OFFICE
	Office #
	Building #
	Phone
	…

	101
	100
	###-####
	…

	102
	100
	###-####
	…

	201
	200
	###-####
	…

	…
	…
	…
	…


Example of relation:

[image: image1]
The real-world connection between relationships is represented using foreign keys: An attribute of relationship B is put into another relationship A as a foreign key. What this does is it associates every instance of A with another instance in B, i.e.: B is buildings, A is apartments. Put the building name in an instance of A and now that particular apartment is associated with only one building, but one building can be associated with many apartments.

[image: image2]

Not all relations that follow the minimum definition are effective or appropriately structured. For some relations changing data can cause modification anomalies (the situation that exists when inserting or deleting a row from a table inserts or deletes, respectively, facts about two or more themes [5]). Normalization, a technique for checking the quality of a relational design and applying additional tables or constraints, is used to eliminate such anomalies.
As you can see relational models must adhere to very strict guidelines. Due to the complexity of the objects we want to store, our current relational database management systems are a poor choice for storage: pointers need to be switched to permanent IDs, relational structures must be defined to represent objects, and code must be written to interface with the DBMS [5]. These additional steps are precisely what make current relational database management systems insufficient for object support. 
2. Object-Oriented Data Modeling History TC "2.3 Object-Oriented Data Modeling History" \f C \l "2" 
Now that the reader has a fundamental understanding of the two guiding points behind OODM we look at some of the recent attempts in this field:

ORION/Itasca (1989)

· Created by MCC in Austin Texas. 

· Developed to provide direct support to the OO Paradigm.

· Introduced a distributed OO architecture for a multi-user environment. 

O2 (1991)

· Developed by Altair consortium.

· Goal was to develop a next-generation database system. 

· Focus was on programming languages and environments rather than architectural issues. Programming tools and user interfaces were developed as a part of the project.

GemStone (1987)

· GemStone extends the OOP language Smalltalk-80 into a database system. 

· Peculiar Characteristics: Everything is an object, no explicit deletion operation (Objects are garbage collected when they are no longer referenced). 

IRIS/OpenODB

· Developed to provide object-management services to C, and LISP programs through interfaces. 

· User accesses IRIS through an OO extension of SQL (OSQL).

· First OODM that supports the notion of relationships and of inverse property. 

ObjectStore (1989)

· Provides persistence to C++ objects.

· Access to ObjectStore is done through a library-based application interface that is compatible with C, C++, and Java compilers and programming environments.

· The interface provides high level function calls: such functions include collection management, object interation, storage management, relationship management, transaction management, etc.

There have been many database systems with object support created in the past all with their own strengths and weaknesses. What is important is to recognize the italicized areas identifying the approach each management system took. Of these examples the favored method is by tacking object support onto a relational DBMS, commonly using interfaces. Another approach, used by ORION, starts with an entirely new OO architecture in order to design the database. Although there are infinitely many ways you can create an OO Architecture, or design an interface they still represent the two main approaches to object support. 

3. Object-Oriented Data Modeling TC "3. Object-Oriented Data Modeling" \f C \l "1" 
As established the goal behind this new data model is the ability to store complex data structures that current database management systems are unable to support. This one requirement is called Object Persistence and can be achieved any number of ways. However, all techniques of achieving object persistence fall under two fundamental categories: “Pure” OODM based on the Object-Oriented Paradigm (Pure Object-Oriented Data Models), and hybrids of current Relational Data Models with Object support (Object/Relational Data Models - O/RDM). The two examined are a “Pure” OODM identified by Jan Harrington and an O/RDM developed by C.J. Date and Hugh Darwen.
3. Object Persistence TC "3.1 Object Persistence" \f C \l "2" 
The goal behind OODM is the storage of complex objects. This seems like a simple thing since we are already dealing with applications that are designed for storage, but as we will see there are a number of intermediary steps that must be done in order to handle complex objects outside of an OO world. First, we examine what data needs to be managed in order for an object to be stored.


In order to store an object we must store all data known about it. Then we store, in a separate place to be accessed by other objects and derived classes, all the inherent methods. By this point we are already asking far more from our relational model than it is designed to support without making concessions. Finally we must store all the relations this object has with any and all other objects. Now we are asking for more than current OO Programming can handle.

In an OO Program, objects use pointers to reference one another. However, a pointer is an in-memory address and, therefore, is only available during execution; the pointer disappears when the program terminates. We use a technique known as “swizzling” to convert this in-memory pointer into a unique, permanent, identifier for the object. In order to store a single object we must: 

· Store all information about the class in such a way that it is hidden from unnecessary modification, yet accessible by derived classes and object instances. 

· Store all data about the object instance. 
· Convert in-memory pointers to permanent unique identifiers.

Now we look at necessary steps to achieve object persistence using: Traditional file Processing, Relational DBMS, and an ideal OODBMS [5].
Traditional file Processing: 

· Create generalized data structure: to store methods and data, and retrieve them when necessary.

· Code ‘save’ methods to pack and unpack data stored in data structure, find objects, manage unused space, etc.

· Code swizzling algorithms to convert in-memory object pointers to permanent unique IDs. 

Relational DBMS
· Convert objects into a relational design.

· Write/Embed SQL (or equivalent) to get and place objects using the DBMS.

· Code swizzling algorithms to convert in-memory object pointers to permanent unique IDs. 

OODBMS. 

· Invoke Save Method,
An ideal OODBMS operates in the OO Architecture and eliminates the need to define an intermediary structure between objects and storage methods. It is also not necessary to incorporate additional languages to handle short-comings with object management or swizzling. Furthermore, since the OODBMS has an OO architecture it is much easier to use in conjunction with other OO languages. Ideally, all that is needed to handle object support in an OO Architectural Database is an appropriately coded “save” method.
3. Pure OO Data Model TC "3.2 Pure OO Data Model" \f C \l "2" 
The first model is identified by Jan Harrington. Harrington states that OODM is a direct outgrowth of the object-oriented paradigm. Therefore, entity objects used by OO Programs are directly analogous to database entities used by “pure” OODBMS [4].    Using the object-oriented paradigm as a guiding tool Harrington identifies key points to address in order to construct an OODM. 

3. Current Database Relationships TC "3.2.1 Current Database Relationships" \f C \l "3" 
In order for our new model to be effective it must - definitely - be able to model traditional relationships supported by current DBMS. The “Pure” OODM handles these and other relations, using an Object Identifier. 

An Object Identifier is a hidden, permanent (as long as the object is a part of the database), internal database identifier, assigned and used only by the DBMS for each individual object: Harrington’s model is general so the Object Identifier can be anything from a memory address to the location of a file. The use of these object identifiers implies that the only way to query or traverse the database is through predefined identifiers. Therefore, the “Pure” OODM is navigational. This limits programmers and users to using predefined relations but in a well designed database this may increase performance (using object identifiers to locate tables is faster than joining tables) [4]. 


Now, we see how the “Pure” OODM utilizes these Object Identifiers to accomplish One-to-Many and Many-to-Many relationships:
1-N: “One Building has many Apartments”

1. Define attribute at the “N” class to hold the object identifier of the parent. 
a. APARTMENT(Apt Number, Building Name, Telephone, …)

2. Define Attribute on the parent class to contain multiple identifiers of the related objects.

a. BUILDING( Name, Address, Apt. Numbers,…)

3. DBMS recognizes the data type used as object identifiers and acts accordingly. 
a. Instance of Building: BERNDT(Berndt, 1000 Rim Dr., 101 102 103 104…, …)

b. Instance if Apartment: 101(101, Berndt, 946-0000, …)

c. Instance if Apartment: 102(102, Berndt, 946-0001, …)

N-M: “A CUSTOMER may buy many products and a PRODUCT may be purchased by many customers.”
1. Each participating class defines an attribute to contain a set of values of the other class it will be related to. 

a. CUSTOMER(Name, Phone, Purchased Products, Stores Visited)

b. PRODUCT (Name, Buyer,…)

c. STORE (Name, Customers, Products, …)

d. Example: 

i. Customer1(John,…,…, Prod1 Prod2, Store1)

ii. Product1(Washer, Cust1)

iii. Product2(Wrench, Cust1 Cust2 Cust3)

iv. Store1(Kroegers, Cust1 Cust2, Prod1 Prod2 Prod3, …)

e. Problems:

i. What if the products are sold for different prices depending on the store? Additional tables must be created to represent this.

ii. Customer3(Tony,…,…, Prod2 Prod3, Store2 Store3)

iii. What store did Customer3 buy which products?

iv. In order to fix this an additional table must be added.

1. i.e.: PURCHASE(PurchaseNum, Store, Product, Customer)

2. PURCHASE2(002, Store2, Prod2)

These relationships in the OO world are very similar to those in the Relational world; the difference is, here we are taking advantage of the Object Identifier. Since we need to store objects of arbitrary complexity we automatically require very general storage: meaning we can store pretty much anything as an attribute. This allows us to store large files such as multimedia, object methods, and other complicated data - i.e.: Object Identifiers. Now Harrington’s theoretical model is capable of: storing very complicated data with no restrictions to what can be stored in an attribute, swizzling using Object Identifiers, and all Relational Model relationships. Next we see how relations implied by Object-Orientation are handled.

3. Relationships Implied by Inheritance    and “swizzling” TC "3.2.2 Relationships Implied by Inheritance and \“swizzling\”" \f C \l "3" 
Now that we have bridged that gap between our OODM and current RDM we must extend the model to handle other forms of relationships, implied by inheritance. Harrington’s model supports simple and multiple inheritances through interfaces. Since interfaces are all that is inherited the behavior of the parent is the only thing past on. This causes a problem with multiple inheritances since no two interfaces in the same hierarchy may have the same name; as such, method overloading is not supported. The way the OODM handles relationships implied by inheritance is similar to the way it handles previously defined relations: The object identifier is adapted on the class level, and each class has the identifiers of the derived classes and vice-versa. 
“Is A”: SALARIED/ PART-TIME ‘is an’ EMPLOYEE

· PART-TIME and SALARIED created as subclasses of EMPLOYEE. EMPLOYEE contains the identifier for the two child classes.

“Extends”:  MANAGER ‘extends’ from FULL-TIME EMPLOYEE.

· Similar to the “is a” relationship except additional attributes and methods are declared. (i.e.: MANAGER has all attributes of EMPLOYEE plus an attribute for who he manages).

“Whole-Part”: PRODUCT is ‘wholly’ made up of many parts, and PART is ‘part’ of 
many products.

· Represented in the same way as Many-to-Many. 

· The meaning is more specific and the only change is done in design documentation.

As you can see the Object Identifiers are the trick to all of these relations. By adding support for more complicated data structures and a simple dedicated identifier attribute on the class and object level Harrington is able to make connections between complex objects, and store them. This model fully accomplishes object persistence but let us examine how Harrington makes these identifiers synch up.

3. Relationship Integrity TC "3.2.3 Relationship Integrity" \f C \l "3" 
To make sure the identifiers representing object relations match we use a technique similar to referential integrity that Harrington calls: Relationship Integrity.

Referential Integrity are the rules that specify what should take place when an insert, update, or delete happens on a parent or child. For example: in order for an Employee to be a member of the Furniture Department, the Furniture Department must exist. When deleting the Furniture Department we must delete all employees of the department, otherwise we have employees of a non-existent department.

Relationship Integrity is the way Harrington checks to make sure the object identifier on both sides of a relationship match. This is accomplished using inverse relationships. With an inverse relationship there is an attribute for the base class EMPLOYEE.children, and an attribute in the derived class CHILD.parent. Offered by the OODBMS is syntax similar to constraints used in referential integrity that can be used to specify where the inverse object identifier should appear. Example of how this code might look:

EMPLOYEE Class
children : (set) CHILD


Inverse is Child.parent
CHILD Class
parent : EMPLOYEE


inverse is Employee.children

 Just as it is the responsibility of the relational database designer to specify referential integrity, it is the job of the OO database designers to enforce relationship integrity using inverse relations. 
3. Hybrid O/R Data Model TC "3.3 Hybrid O/R Data Model" \f C \l "3" 
Before we get started discussing Date and Darwen’s theoretical model I must first warn you that the relational world that Date and Darwen work within is very specific. Many prescriptions, proscriptions, suggestions, clarifications of terminology and a defined “new relational algebra” outline the relational world that Date and Darwen work in. What you must understand is that while this world is very specific there is one fundamental finding that validates their work.


This second model is the extension of the traditional relational model to include object support. Date and Darwen approach this way due to the very logical rationale: “it would be unthinkable to walk away from so many years of solid relational research and development”[3]    Therefore, the goal Date and Darwen attempt to achieve is the dramatic extension in the range of possible data that can be kept and manipulated in our database. But, how can we support new kinds of data within the classical relational framework? [3]
3. How can the classical relational model support new kinds of data? TC "3.3.1 How can the classical relational model support new kinds of data?" \f C \l "3" 
In order to support new kinds of data in our classical framework Date and Darwen identify a crucial question: “What concept is it in the relational world that is the counterpart to the concept object class in the object world?”[3]    

Earlier we defined Object Class as the template used to derive all objects of that class. Since an object class is the basis for all objects, if we were to find the counterpart to Object Class in the relational world we would then be able to find the counterpart to Object. Furthermore, if the counterpart to object is already part of the relational world it is possible that the relational model already has some form of support. 

This will be Date and Darwen’s approach to the O/RDM. Once we have found the closest connection to Objects in the relational world, we can figure out how to store and manage them.
3. Domain = Object Class TC "3.3.2 Domain = Object Class" \f C \l "3" 
We mentioned earlier that an Object Class is, fundamentally, a user-defined data type. Therefore we could consider numbers; in general, to be a very simple class and INTEGERS could be an object of this class. Our integer object has attributes (value of the integer) and methods (operators: =, +). Here is an example of how this code may look if INTEGER were an object with methods setvalue( ), and add( ):


 int x = 3, 
INTEGERX.setvalue(3) 


 int x + 3, 
INTEGERX.add(3)

Also note that our integer class is only accessible through these methods and its attributes can only be altered using the same methods. So Object Class is a data type, but how does this help us? It helps because “a domain is nothing more nor less than a data type – possibly… system-defined like INTEGER or CHAR, more generally user-defined like PART#, QTY, [or LASTNAME]” [3]

A domain is a named set of all possible values that an attribute can have. For Example: Domain – LastName, all objects with a LastName field would be a part of this domain. Therefore, in this example, our Domain is nothing more than a named string data type. In the relational world that Date and Darwen operate in there is no limitation to the complexity of a Domain. Therefore, it would be possible to have Domain – ADDRESS(street, city, apt. number, zip code, …), and now every ADDRESS field within a table would be an instance of the ADDRESS domain, and operators similar to those defined for an INTEGER should be able to be defined for these more complicated domains (however, in this example it would not make any sense, but if we were to have a Part# and Quantity objects, we should be able to multiply the two to get a shipment weight). 

If both Domains and Object Classes can be considered data types each with: attributes (values), methods (operators), and being encapsulated (a string does not need to know about an integer in order to function appropriately). Then we can say that Domain is the answer to our question. Which is exactly what Date and Darwen do, they go on to define Object Class and Domain as:

“…a data-type, system or user-defined, of arbitrary internal complexity, whose values are manipulable solely by means of the operators defined for the type in question.” [3]
Now we have reached the most important part of Date and Darwen’s model. In the end we find that the counter part to Object Class in the relational world is Domain. Therefore, if a Relational DBMS implemented the relational model correctly (as defined by Date and Darwen) it would already have Object Support. Now, according to Date and Darwen, our problem is not in our data model, but in our management software.
3. Problems with SQL TC "3.3.3 Problems with SQL" \f C \l "3" 
As the previous section identified, the hybrid data model can be accomplished through the “correct” implementation of the relational data model (as defined by Date and Darwen). If current commercial DBMS are designed to implement the relational data model then where is the flaw? Since SQL is most prominent, the authors use it to identify a major flaw: No Support for Domains past simple data types such as: images, date, time, numbers (int, long, short), strings.

Ideally, the SQL relational standard should be able to store and manage data of any complexity in every attribute for an object instance. Since the general variation of SQL is unable to store complicated objects without additional work, Date and Darwen see it as being unsuitable for future Relational Database Modeling.
4. Real World Applications TC "4. Real World Applications" \f C \l "1" 
Now we have identified, essentially, three different data models that can be considered for database management systems (“Pure” OO, Object/Relational, Relational), but which is better? Here we will compare the three models and how they fare in real-world situations.  

4. Pure OODBM TC "4.1 Pure OODBM" \f C \l "2" 
First is the “Pure” object-oriented model. Since these models are quite new we look at hypothetical implementations as well as some commercial attempts. 
Using Harrington’s hypothetical model in a test case called “Mighty-Mite Motors” we are try to reengineer the database system so that it will use an OODM. At the end of the test case we identify some noticeable areas where the OODBMS excels and struggles. For starters, the OO approach avoids data duplication – the table, MATERIALS_NEEDED(Qty), appears as though it knows nothing about itself (i.e.: what material is even needed) but in actuality the Object Identifiers hidden from the user know exactly what other objects are related to each MATERIALS_NEEDED instance. Second, this technique allows us to reuse structural elements. For example, define an Object Class ADDRESS(street, city, state, zip code,…) and use this to define the address of every customer: CUSTOMER(Name, ADDRESS, …). The structure of the ADDRESS class is then used in every instance of a CUSTOMER, this helps organize the database and allows us to reuse useful templates. 

A problem with this approach was identified earlier but emerges in this example. When creating direct many-to-many relationships it is possible to lose precision. In this example it occurs when relating features to models, many features can be on one model and one feature may belong to many models. It is possible to associate the wrong feature with the wrong model. This forces us to create an additional table between Features and Models for clarity. 

In General an OO Data Model is ideal for those situations that deal with complicated data rather than those with a high transaction volume. By the fact, it is very well suited for industries such as [7]: Artificial Intelligence, Computer Aided Design and Manufacturing, J.P. Morgan who uses OODM in modeling financial instruments (i.e.: derivatives and bonds), airplane constructors who use OODM to directly manage aircraft parts, basically any industry that has to store and manage very complicated data, but not an overwhelming amount of it. Finally, the OODM excels in its natural relation to the OO Architecture. Because of this our OODBMS is easily implemented by any OO Programming language with only negligible compromises if any.
4. O/RDBM TC "4.2 O/RDBM" \f C \l "2" 
Although it is established by Date and Darwen that a true relational database is sufficient for storing objects it is also argued that current relational DBMSs are not true relational models. For that reason we scrutinize SQLJ and JDBC’s (commercial O/RDBMSs) design and performance in real-world applications. 


SQLJ is a language designed and standardized to embedded SQL support in Java. SQLJ consists of special syntax for embedding SQL statements, a translator that converts SQLJ to Java, and an execution model which executes the SQL commands via an underlying application program interface (API), commonly JDBC [2]. 

JDBC, based on a previous standard for database programming (ODBC), defines a set of interfaces for SQL-based database access from Java. When executing SQL statements you call methods in the JDBC library using Java. The SQL-99 standard (a proposed O/R standard) introduces SQL Object types which are comparable to objects and classes used in Java. JDBC offers two ways to make this connection between SQL object types and Java objects/classes in order to accomplish object support [1]. 

By default JDBC maps SQL objects and object references to the generic java.sql.Struct which has methods to get the attributes and methods present in the SQL object. Alternatively SQL Object types can be mapped to custom Java classes using the interface java.sql.SQLData. This alternative way offers methods readSQL() and writeSQL() which allow you to specify how data is read and written between the Java object and the database. Finally, JDBC offers a special Java interface called ResultSet used to display tabular data [2]. 


Performance concerns when using SQLJ and JDBC arise due to the variety of interfaces used to access the database (there are JDBC drivers for almost every conceivable DBMS) and various ways of handling SQL statements and batching. The problem of having multiple interfaces just makes the whole process all the more complex but is not really a technical problem. 


The problem with SQL statements is with two different approaches to coding them [1]. The first is a ‘prepared statement’ which verifies its metadata once, and a ‘statement’ which verifies every time. Another issue is with batching. Batching sends multiple SQL statements to the server at once, but some DBMS products limit the batching that you may do (i.e.: Oracle only supports batching for Prepared Statements). The problem with batching is similar to the problem with statements: do you batch statements or prepared statements together? Which offers the best performance increase for which JDBC drivers? 


All these problems with SQLJ and JDBC are surmountable but add to the complexity of the process as a whole. In general these models are naturally well-suited for high transaction volumes, just like relational designs, and are capable of object support in a more complicated/restrictive manner than a “Pure” OODM. 

4. RDBM, IBM’s DB2 TC "4.3 RDBM, IBM’s DB2" \f C \l "2" 
Finally we examine a relational data model that is currently in use. We are primarily concerned with how it responds to the demands of increased data complexity, interaction with Java (primarily since the previous two were judged on this), and its overall contribution to real-world applications. The RDBMS that is considered is IBM’s DB2. 
DB2 has been implemented in a variety of different forms in order to be usable by databases of various size and complexity (including drivers with support for objects). 

DB2, as a relational model, accomplishes the increased data complexity through the use of Multi-Dimensional Clustering (MDC) Tables [8].
A Multi-Dimensional Clustering (MDC) Table allows the database designer to organize data across multiple dimensions. For Example: Assume you want to organize data based on product sold, location sold, and sale date. In a normal relational model you might have: PRODUCT(Name, Part#), STORE(Name, Store#, Location), SALE (Part#, Store#, Date). This gives all the information desired but it forces us to create a view if we want detailed information about the store and product as well as the sale date. Furthermore if we were to implement clustering - a specific physical layout/organization in the database that increases performance by storing data physically close together based on relationships -  in a traditional RDBMS we would only be able to cluster along one dimension (PRODUCT, STORE, or SALE). 
Using a Multi-Dimensional Clustering Table for the same case we would have something like Figure 1 (included on separate page): [8]

As you can see the MDC Table is organized along similar dimensions as our relational example: we are concerned with what was bought, where, and when. As you can see from the diagram, block1 was ProductA purchased January, 1999 from the North West. This form of organization doesn’t seem to add that much beyond the relational database but the addition of multiple dimensions allows us to give further meaning to our data without the need to make any kinds of concessions/changes. Also, thanks to the Block ID form of organization, DB2 is able to automatically update and cluster across multiple dimensions (this automatic update is inherent in the DBMS), drastically increasing performance: Each Block ID corresponds to a set of sequential pages in the table that is guaranteed to contain data having the specified dimension value, and dimensions can be accessed independently from each other using these block indexes without compromising clustering of other dimensions, this enables the MDC to offer clustering across all dimensions [8].
5. Conclusion TC "5. Conclusion" \f C \l "1" 
All-in-all Object-Oriented Data Models are ideal for complex situations with a moderate-low transaction volume. Using our new data model we are able to help eliminate duplicated information, create reusable structures, manage complex data structures, possibly help (or hurt) performance, and give our stored data more meaning. Our hybrid approach accomplishes similar feats but where it excels in high-transaction volumes it struggles in object support, relative to the “pure” OO Approach. While the benefits listed are helpful for any organization, inefficiency with high-transaction volumes is a huge problem. 

A large theme of databases is the storage and management of large amounts of data. Think about our very first example, as a telephone service provider. The OODM approach is a poor choice. Our database system will need to effectively manage millions of simple data types at the demand of any employee who may need this information. Not to mention the process to switch your database is a long and involved one with relatively few benefits. If a company is going to spend the time and money to switch out their entire database system; they are going to want some monumental benefits, and the benefits available do not fall under the “monumental” category. 

An additional problem for the OODM is that vendors for the relational model have an entrenched position: with 1999 sales of RDBMS breaching $11.1 billion and OODBMS only reaching around $211 million relational vendors own a much large installed base than OO vendors [7]. While there is only a small audience for the OODM there is still use for it. In future years we will most likely see the evolution of a concrete industry standard for OODBMS and more effective attempts at O/RDBMS. Due to the relational models target use I feel it is an ideal management system that will never become obsolete. It is likely that in future years we will see the evolution of all three types of data modeling, each with their own target user group.
Appendix:

1.) What two technologies can be attributed to the creation of OODM?

Object-Oriented Paradigm & Relational Data Modeling.
2.) What are the two main benefits of the OO Paradigm?

Organizational, Closer connection between program objects and real-world objects
3.) What two main approaches to OODM exist and how do they differ?

“Pure” Object-Oriented based on an OO Architecture. Hybrid Object-Relational created by tacking object support onto a Relational Database.

4.) What industry types utilize OODMs?.

Those with complicated data structures and moderate-low transaction volumes, such as: Artificial Intellegence, Computer Aided Drafting/Manufacturing, Complex finances, etc.

5.) Why will the OODM not replace the RDM?

Because the OODM struggles with high-transaction volumes and the vendor base for the relational model is about 50 times the size of the OO model, meaning the relational vendors will control the market for a long time.




References:





1. 	Bales, Donald. Java Programming with Oracle JDBC. Dec. 2001: O’Reilly & 			Associates, Inc. 


		<http://www.oreilly.com/catalog/jorajdbc/chapter/ch19.html>


2.	Chaudhri, Akmal B. Succeeding with Object database: a practical look at today's 			implementations with Java and XML. New York: John Wiley, c2001.


3.	Date, C J, Darwen Hugh. Foundation for object/relational databases: the third 			manifesto: a detailed study of the impact of objects and type theory on the 			relational model of data including a comprehensive proposal for type 			inheritance. Reading: Addison-Wesley, c1998.





4.	Harrington, Jan L. Object-oriented database design clearly explained. San Diego: 		M. Kaufmann, c2000





5.	Kroenke, David M. Database Processing: Fundamentals, Design, and 				Implementation. Upper Saddle River: Pearson Education, Inc., c2004





6.	Lafore, Robert. Object-Oriented Programming in C++. Indianapolas: Sams 			Publishing., c2002





7. 	Leavitt, Neal. What Ever Happened to Object-Oriented Databases?. Aug. 2000, 			Leavitt Communications, Inc. 


		<http://www.leavcom.com/artmain.htm>	





8.	Zikopoulos, Paul, et al. DB2 Version 8: The Official Guide. Upper Saddle River:			Pearson Education, Inc., c2003

































































�


Figure 8. [8]
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