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ASCI-Q

1. Introduction
    A supercomputer according to Wikipedia.org is “a computer that leads the world in terms of processing capacity, particularly speed of calculation, at the time of its introduction” [1]. The ASCI Q is such one computer, located at the Los Alamos National Laboratory in Los Alamos New Mexico. The name ASCI is an acronym for “Accelerated Strategic Computing Initiative”. Just recently the name has changed from ASCI to ASC which is another acronym for “Advanced Simulation and Computing”. Although the name has changed I have noticed that it is still referred to as the ASCI Q rather than the new official name ASC Q. So therefore I will continue to refer to the machine as the ASCI Q for familiarity of it name in the computer science world.

 This computer is the sixth fastest computer in the world today according to the top500.org website. The top500 website keeps a list of the top five hundred high performances according to the Linpack benchmark. The Linpack benchmark is a system that measures the performance capabilities of a machine by solving a complicated set of equations [2]. To kind of put it in prospective the ASCI Q is six thousand times faster than the fastest computer in the 1990’s and a hundred fifty thousand times faster than the fastest computer in the 1980’s [3].

     The ASQI Q is part of three lab collaboration with Sandia and Lawrence Livermore National Laboratories. It is the fastest among the ASCI family of super computers. Other ASCI computers include the ASCI Red, Blue Pacific, White and a few others. It is unique system because of the way it was put together. I uses very basic straight from the shelf hardware and very few components are custom made for this machine.
    This tutorial will be a basic guide through the many different aspects of the ASQI Q machine. From the background of the supercomputer and the history of the ASCI Q and the other ASQI family of machines came to be. There will also be sections on the basic hardware of the machine from the servers to the wires it connects with. The general communication setup as well as the software and it uses. Finally covering the performance based on the Linpack benchmark and comparing it to other systems around the world.

2. Background

    The background of the supercomputers or high performance computer has been around for quite some time now. In the past supercomputers have been defined a couple different ways. Some of these definitions would be a computer that is very big and very expensive. Although this kind of definition would hold true for many of the supercomputers that we know today. There are supercomputers out there are as big a football field and cost millions of dollars to build and maintain. That definition would work if that is all we were concerned about, but we are not, we are more concerned about the performance issue. A better definition of a supercomputer would probably more suited to: a computer that exceeds the computing power of normal every day computers [4].

  Our normal computer that most of us use everyday is sufficient for our tasks and duties. It may seem that our computers are very fast at doing the things we want it to, for instance checking e mail or writing a paper on word processor. These kinds of tasks do not need the power and performance that supercomputers posse.

    Supercomputers are needed for other things mostly for scientific reasons. These supercomputers are like a bunch of normal computers working together for a common goal. For example if a person were to try to build his or herself a house from start to finish by themselves it may take that person months and maybe even years depending how big the house is to finish. To take that same house and have many, maybe a hundred people to help build that one house it may take weeks or a month to build. That is kind of the same way supercomputers work. There are hundreds or thousands of processes working together to finish the job quicker therefore making more useful [4].

    To give an example of how a faster computer can be more useful is with weather prediction. When predicting weather we need to gather mass amounts of data from different sources and compute this data so we can come up with a valid prediction. Say we were going to try to predict the weather for tomorrow, if we were to use a single normal computer to compute all this data it would probably take weeks to finish all of its computations. This approach would be very useless because we were trying to predict the weather for tomorrow, but tomorrow has already past while the computer was not even half way finished. A more useful approach would be to use a super computer to compute the data so it could be finish all of it computations before tomorrow has come. 

   The supercomputer has been becoming faster and faster as time passes, compared to the one of more famous first supercomputers the Cray. The computers normal desktop computers of today are probably more powerful than that of the very first Cray. As stated before the ASQI is a hundred fifty thousand times faster than the fastest computer in the 1980’s [3]. These supercomputers are basically used by scientist to figure out complex and import problems with the world. They are used to help us better understand more about everything around us from our universe to the tiniest living organisms that may help improve our lives.
3. History

    The history of the ASCI Q starts off with history of the ASCI family history. The first realizations of the ASCI Q and other ASCI projects was back in 1992 when President George Bush signed the Energy and Water Authorization Bill that put a halt on United States’  nuclear weapons testing and stopped the manufacturing of new nuclear weapons [6]. When the law was put in effect the government needed a new was to test its nuclear stockpile and find a way to keep the nuclear stockpile that we already have last longer than normally expected. 

     The National Nuclear Security Administration and the Depart of Energy were given the task of taking care of this problem.  They needed a way to create new nuclear weapons with out actually testing them, so computer simulation was the best alternative to underground test of nuclear weapons. Therefore a new program was made, the Stockpile Stewardship Program, the program called for giving scientist and engineers the tool to carry out this task, so it established the ASCI program in 1995[6].
    The task was to make a computer simulate nuclear testing using the data that was collected over the past 50 years when underground testing was still in effect. They needed a way to use this data effectively, but computers back then were not efficient or fast enough to use the data. The amount of the data and complexity of the problems that needed to be solved were enormous. Therefore faster and more reliable computers were needed, so it gave the task to three national laboratories to build and run these high performance supercomputers (Sandia, Los Alamos and Lawrence Livermore National Laboratories).

    Late in 2000 the Department of Energy announced that Compaq (now Hewlett Packard) won the bid to build the ASCI Q. The first part of the ASQI Q, the fifth part of the whole ASCI project, was completed in 2002 and was named the second fastest computer in the world by Top500.org. Although it was made to simulate nuclear situations one of the first applications was to model a giant theoretical Tsunami wave [8]. Its performance was at least six times faster than the previous Blue Mountain ASCI machine.

Since the first implementation of ASCI Q, there have been several upgrades and changes to the system in order to get the desired results out of the machine, no major changes though, because it has been running about the same over the past two years. Even though it has not changed much over the years it is still one of the fastest in the world and it seems to meet the requirement that are needed to carry out the functions it needs [12]. Though still there are still plans to get it to 30 teraOPS and even more hopeful plans to get 100 teraOPS out of it. 


4. Hardware

    There are many aspects of the ASCI Q system, not just the computer hardware but the other factors that aid in the functionality of the machine. The main part of the machine is the server part which is the Compaq or HP AlphaServer ES45. The interconnect switch that help connect all these servers together. The Network hardware such as the cards that help them communicate to each other. Another specialized switch with is called the Quadratics which is comprised of two separate parts the Elan and the Elite. Finally the last topic to cover is the wires that connect all this together. First of all lets get the basic surroundings down, the stuff that does not directly aid in the computing part of the machine, but what helps keep running.

    The ASQI Q is set up in Los Alamos National Lab’s Nicholas C. Metropolis Center for Modeling and Simulation. This building was specifically designed to house the ASCI Q. It is approximately thee hundred thousand square feet. It holds both the computer and the staff that supports the machine. It uses a water and air cooling system that keeps the machine from overheating. The facility will contain 130,000 GPD of water and it too is also expandable to 215,000 GPD. It will use 7.1 MW of power and is expandable to 30 MW [12]. There are expandable because there are three parts to the system. There are currently only two parts in the system. The third and last part Los Alamos has an option to buy. 
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4.1 Compaq/HP AlphaServers ES45
    The final ASCI Q system will have three parts to it and each part can work separately or as one. The ASCI QA, QB and the QC are the three parts or segments of the ASCI Q. Each part is expected to put out 10 teraOPS on its own and around 30 teraOPS when used as one system. It would use 3,072 AlphaServers ES45s from Hewlett Packard  [10].

The HP AlphaServer ES45 (formerly Compaq) is the engine behind the ASCI Q. This is not the most advanced or up to date server, but it is also not the cheapest server money can buy.  It is HP’s mid range server for a mid range price. This is one of the main deciding factors in using the ES45. 

   Each ES45 in general has two to four processor each. They are the Alpha-EV68 and they have speed of 1 GHz or 1.25 GHz each with 8 MB or 16 MB of cache each. This could come out to a total of 5 GHz of total processor speed and 64 MB of total cache per AlphaServer [6]. It has 32 GB of ECC 133 MHz, DIMM memory. DIMM which stands for dual inline memory module, it is like a little circuit board that holds memory chips.  Other features included in AlphaServer ES45 are [6]:

· 2-port Ultra SCSI storage adapter and disk cage with room for up to 6 1-inch hot swap drives 

· 10 PCI I/O slots on 4 64-bit PCI buses, delivering a peak bandwidth of 1.8 GB/s 

· 1 x 1.44 MB diskette drive 

· 1 x 600 MB 40X IDE CD-ROM 

· 1 or 2 AlphaServer SC Interconnect PCI adapters, capable of over 280 MB/s sustained bandwidth per adapter 

· Tru64 UNIX operating system

    Five of these AlphaServers can be contained in one cabinet. Currently the ASCI Q provides 13.88 teraOPS and has 2,048 ES45 AlphaServers with the first version installed with 4 EV68 1.0 GHz processors with 8 MB cache per processor, was then upgraded in with 4 EV68 1.25 GHz processors with 16 MB cache per processor [9], 8,192 total processors and has 22 terabytes of memory [11]. Another upgrade was within the PCI bus within the nodes was also upgraded from 33 MHz to 66 MHz [9].

    There needs to be a way to connect all theses computer together. The ASCI Q uses a interconnect interface called the QsNet. The next few sections will take us through each of the basic components of the QsNet and explain the fat tree topology associated with this interconnect.  
4.2 The interconnect

     The interconnect switch is another import topic to cover if we are to understand the ASCI Q more in depth. This switch was designed and created by Quadrics. It is high speed connection that uses these PCI cards that are on each AlphaServer. The ASCI Q uses a 128 port switch chassis by Quadrics called the QsNet. 

    The QsNet is a new and advanced interconnect that was especially designed for supercomputing applications. The QsNet has a very high bandwidth meaning that large amounts of data may transfer to and from other machines. The maximum amount bandwidth is around 900 MB per second per server.  When compared to other system like your average everyday USB wire, which has a maximum bandwidth of around 140 MB per second it considerately faster. This interconnect also has very latency. Latency is just like a delay or the time it takes to transfer data from one place to another. More specifically it is how long data packets get from the sender to the specific recipient and then returned from the recipient back to the sender. This is how the latency is measured. The QsNet has a latency around ~5 μs (microseconds) [7]. 
  To put it in a better and clearer example, take a person that carries a couple of books from one classroom to another classroom. If the person was carrying a few books, he or she could carry these books back and forth pretty quickly, a low latency and a low bandwidth (number of books). If that same person were to carry a bunch of books like fifty books back and forth, the person would have a hard time balancing, holding the weight and walking with all these books. Which would mean it would take longer for the person to get to the classrooms, a high latency time, but a high bandwidth (50 books). This would be very inefficient, so maybe we could have a bigger and stronger person who could handle the bigger load. This person would have no trouble of caring more books, therefore could walk faster. A low latency and a high bandwidth scenario, a better and more efficient way to implement this type of interconnect. 

   The QsNet basically has two parts to it, one is the Elan3 a network interface. The other part to the system is the Elite, which is the switch that was briefly discussed earlier. The next sections will go into each of the topics a little more in detail.
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4.2.1 The Elan
   The Elan is a programmable network interface that links the network to a node. The node is one AlphaServer in the network of computer. It produces and receives packets of data from the network. The Elan has its own processor to process MPI (Message Passing Interface) messages. That is very useful because the ASCI Q used MPI to deliver and send messages across its own network. It also other processors so it can take on all network traffic all on it own communication processor with out taking processing power from the main processors.  

  The main parts to the Elan are as follows [7]:

· The microcode processor 

The microcode processor implements four separate microcode threads. Each thread of execution can independently make pipelined requests to the memory system.

· DMA processor - The DMA processor maintains a queue of outstanding DMA requests and ensures that they are completed reliably. It can accommodate arbitrary source and destination buffer alignment, as well as endian conversions.
· Command processor – One of main processors can give direct commands to the Elan.

· Thread processor – A process that schedules different threads.

· Inputter – A process the gets the packet input from the network and then decides whether to give it to the main memory or the Elan’s memory.

· SDRAM interface

Has 64 MB of SDRAM memory used for the Elan’s local memory, used to store tables and queues. 

· Cache – used for data instructions

· MMU and TLB - translates 32 bit virtual addresses into either 28 bit local SDRAM physical addresses or 48 bit PCI physical addresses.
· Table Walk Engine - used to perform route fetches for both the

· DMA processor and the thread processor output buffer.

· Clock and Statistics Registers
Three separate clock sources
· Link - transmits and receives data from the network.
· PCI Interface - used by the thread processor or any of the microcode processor’s threads.
· EBus Interface - 8 bit wide general purpose I/O interface.
   These are the main components to the Elan. There are 4,096 of these switches in the ASCI Q. They have not been updated yet, the ASCI Q uses the Elan3 platform. There is now an Elan4 which is now associated with the QsNetII interconnect interface. This interface is much more robust and deals with MPI message passing latency much better. No known plans for the upgrade are in the working yet. Next is the switch that is used with the QsNet , the Elite.
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Elite switch component
4.2.2 The Elite switch


    The other part of the QsNet system is the Elite switch.  The features of the Elite switch are [8]:

· Eight bidirectional links that support two virtual channels in both directions

· An internal 16 x 8 crossbar switch

· A transmission bandwidth of 400 MB per second on each link direction

· Has a packet error detection and recovery with routing and data transaction protection

· Two levels combined with aging mechanism

  This switch is then connected to other switches which then comprises of what they call rails. They are independent rails that can work by themselves or work together. Each of these has 64 up and 64 down ports for connection and all are used by the ASCI Q. This is the third level of the network and it is the biggest. They use what is called a fat tree topology. 
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Example of a fat tree

4.3 Fat tree topology 

   This fat tree switch topology is network that improves communication, The ASCI Q use this same type of topology, inherited from Quadrics QsNet. It will allow for 1024 node configuration easily, but the ASCI Q has 2048 nodes, it just uses two of these fat trees to connect all 2048 nodes together. A fat tree topology was invented by Charles Leiserson of MIT, it is very efficient in communication. Ordinary tree’s links get skinner as one moves towards the root, but the fat tree gets “fatter” as one moves tree towards the root. So by selecting the fatter of the links, the network can handle a larger bandwidth. 

   The ASCI Q uses the three level fat tree topology. The first building block is the Elan adapter, there are two per node a total of 4,096 Elan adapters.  So there are 2,048 nodes. This is an example of the first level of the network. To explain it better and more clearly, let say the number of nodes are cut down to sixty four nodes [8].
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First level
     This is the first level of the fat tree, imagine that the connection from the nodes to the switch small and skinny. This is where the Elan part would fit into the picture. Then after that comes the second level of the fat tree. This is the Elite part of the QsNet found.
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Second level
    This is where the first level connects to the second level. Keep in mind that the connection from bottom nodes are smaller and as you work your up the “tree” the connections are getting bigger or “fatter”.

Then the last level is where these big rails come into place[3]. 

 
[image: image8] 
   In one of these boxes there are 64 nodes connected together in this fat tree fashion. There are more than 64 nodes in the ASCI Q, so we kind of start the process all over again. This big rail switch is now at the first level of the fat tree topology. And now we are going to connect to other just like it in same way we connected the other ones. Now, the connections are become bigger and bigger as we climb the fat tree. 
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 This is how the ASCI Q is setup, by doing it like this it is easier to expand than other methods and has been proven reliable time and time again. It is also easy to scale even bigger, but you have to keep in mind that every thing seems to be have to be kept in groups four to work out [8].
4.4 Wires
  Connection the ASCI Q all together is feat in itself. From the section before we learned that it would take a lot of wire to connect all this hardware together. There would be over ten thousand network cables.  There are only a few types of wires used from cooper cables to fiber optics used in the system. 

   As you have probably guessed the lower bandwidth cables get used near the bottom of the system and then near the top fiber optics are used. Not to information has been given to the specific types of wires that have been used in the implementation of the system [18].
5. Communication
    The ASCI Q use MPI, Message Passing Interface to communicate. MPI is defined “A specification for message passing libraries, designed to be a standard for distributed memory, message passing, parallel computing”[9]. It used for parallel programming which the ASCI uses when writing program. The great thing about that is that the QsNet interconnect has optimized it Elan card to handle complex MPI messages. MPI is written in C, and has various import concepts. Because the ASCI Q runs the same program on all the nodes of the system it need to some how breakdown different parts of the project to different nodes, so it will work efficiently.  An example of MPI code:

   #include "mpi.h"

   #include <stdio.h>

   int main(argc,argv)

   int argc;

   char *argv[]; {

   int    numtasks, rank, rc; 

   rc = MPI_Init(&argc,&argv);

   if (rc != 0) {

     printf ("Error starting MPI program. Terminating.\n");

     MPI_Abort(MPI_COMM_WORLD, rc);

     }

MPI_Comm_size(MPI_COMM_WORLD,&numtasks);

   MPI_Comm_rank(MPI_COMM_WORLD,&rank);

   printf ("Number of tasks= %d My rank= %d\n", numtasks,rank);

   /*******  do some work *******/

   MPI_Finalize();

   }

   This kind of message passing does have some draw backs. When your are trying to link up all the nodes in the system it tends to get very complicated and the time it takes to get message to every processes can be time consuming[10]. 
6. Software
   The operating system that is on the ASCI Q is the TRU64 UNIX.  The Tru64 UNIX Operating System is a 64-bit advanced kernel architecture based on Carnegie Mellon University's Mach V2.5 kernel design, with components from Berkeley Software Distribution (BSD) 4.4, UNIX System V, and other sources. Uses Motif graphical user interface and programming environment.
    It uses this because it is one of the better systems for the ASCI Q's large system configuration. Tru64 Unix is specific designed for multiprocessing systems. It is said that this is real robust and that the system functions are effective and efficient on any systems ranging from a small workstation and access the servers all the way up to application server. The Tru64 is easy to scale up to 64 processors and will soon be able to handle 256 processors. Meaning that you may access data and other functions from virtually any place on the system.
    In addition to the robustness of the Tru64 Unix, it also uses shared libraries, and memory mapped files. Tru64 is management tools make it easy to install, configure and manage the system.

Hewlett Packard also suggests using their AlphaServer in conjunction with Tru64 Unix, which is the ASCI Q is comprised of, making it the right choice for the job.

7. Uses
Most of the application done on the ASCI Q machine are undisclosed and those that are published, I would have to be an employee of the lab to view and study them.  Here are some topics that have been implemented by the ASCI Q[19].

· SNL Integrated Code Projects 

· Architectures 

· Algorithms Research and Development 

· Problem Setup for Mileposts 

· Codes For The Complex 

· Software Engineering Practices 

· Validation Simulations 

· Uncertainty Quantification 

· Materials Aging and Reliability 

· Manufacturing 

· Materials and Constitutive Models 

· Engineering Phenomenology 

· Numerical Algorithms for Modeling Physical Systems

8. Performance
As said in the introduction the Linpack Benchmark ranked the ASQI Q 6th on the Top500 website. A little more about the LinPack benchmark, the website uses Mflops/s to scale the computer being tested. It is rate of execution in millions of a floating point operation per second. These numbers that the website gives is not really the true performance of the system, but it one of the more accurate test. There is no real system of getting the exact numbers, but the Linpack benchmark is that is the more trusted. The Linpack in another test Los Alamos conducted, they put it side by side with the ASCI machines, the ASCI White in Lawrence Livermore and the ASCI Blue Mountain in Los Alamos. The ASCI Q did out perform both of the other systems by a considerable amount when the numbers of processors were increased.  From the graph below it is very easy to tell that the ASCI Q is considerable better with a lower cycle time [10]. The lower the cycle time the better.  
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Even though the ASCI Q is not the fastest machine in the world it still has the speed it needs to carry out the job [12]. The ASCI Q program is still in progress in achieving its 30 teraOPS, its performance is like no other in the family of ASCI computer systems. 
    The second part of the system is still being tested with unclassified runs and not yet been connect to the first part [11]. The third and final part has not been implemented yet, but Los Alamos has the option to buy the last section of the ASCI Q system from Hewlett Packard [12]. When completed it is then the plan to try to get the system to 100 teraOP and that should be sometime in the future

9. Conclusion
     The ASCI Q is a powerful machine, yet somewhat cost efficient. To build a system so complex by today’s standards is accomplishment. Technology has grown very rapidly and the ASCI Q has aided in that growth.

     Without nuclear testing the nation has relied on supercomputers to help keep our nation’s nuclear stockpile safe and effective. Keeping us safe by understanding the limits of nuclear reactions by using simulations and modeling to recreate the effects of testing without actually testing. Such as understanding many different scenarios or simulate the ageing of a nuclear weapon to better make use of them. The ASCI Q has made a tremendous contribution in this field. But not only in this type of application of the ASCI Q is this useful, there other applications that ASCI Q would help our society. It could be used in the medical, weather fields and many other applications that use enormous amounts of data.
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Appendix: 

1. What does ASCI stand for?

Accelerated Strategic Computing Initiative

2. What is fat tree?

Ordinary tree’s links get skinner as one moves towards the root, but the fat tree gets “fatter” as one moves tree towards the root.  This is  a fat tree.

3. How many nodes are in the ASCI Q?

        2048

4.    What is the fastest computer in the world?


IBM Blue Gene
       5.    What is latency?    
 Its how long data packets get from the sender to the specific recipient and then returned from the recipient back to the sender
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