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1. Introduction.


Computer science depends on using algorithms to solve problems.  Many problems can be solved with relatively simple algorithms, while some require much more complex algorithms to solve efficiently.  There are many problems in computer science that cannot be solved in a realistic time period using traditional methods.  In order to find many of these solutions, you must try every possible combination of possible solutions- a method called “brute force”.  Brute force attempts to find solutions become very unwieldy very quickly.  In an O(2n) problem, every time you add one element to the population, you double the number of operations required to find all the possible solutions.  This isn’t very useful when you start working with large populations of solutions, and there are many problems that are much worse than O(2n).  It would be very useful to be able to get answers to these problems without having to wait an inordinate amount of time to try every one of these solutions, so other methods have been developed to figure out which of the possible solutions you should concentrate on.  In some problems, a useful approach is to use genetic algorithms.

The term “genetic algorithm” refers to a type of evolutionary algorithm especially well suited for optimization or search problems in the field of Computer Science.  They are called genetic algorithms because they take many ideas from evolutionary biology including the use of strings of values similar to genetic information found in living organisms.  The basic premise behind genetic algorithms is to use the most fit individuals in an existing population to attempt to create a new population with even better individuals.  In much the same way that living organisms evolve and develop complex behaviors and physiology, the genetic algorithm can develop complex solutions to problems by simply allowing the solutions to interact with each other.
The elegance of genetic algorithms is that you generate new solutions after every iteration and constantly throw away the poor specimens to be replaced with new individuals created from the best solutions you’ve found so far, continuously getting better and better populations very rapidly.  The process sounds like it would take a very long time to evolve good solutions when you think of how long it has taken living organisms to evolve into the complex forms we see today, but many experiments have shown that very good solutions can be found in a very short amount of time.  Another advantage is that genetic algorithms do not require exotic hardware to work quickly.
The genetic algorithm can also be used when there is no clear method to solving the problem because the only capability the algorithm needs is the ability to compare two solutions and determine which one is a better fit to the problem.  The algorithm then uses this comparison method to select which possible answers it will concentrate on in the next iteration.  This makes the actual programming required to use a genetic algorithm fairly simple, especially when using open source tools developed to assist you in genetic algorithm development.  Once you have encoded your solutions into digital genetic material and written the fitness method, everything else is fairly reusable between disparate problem sets.
The algorithms developed based on evolutionary biology can be applied to many different problem sets from many different fields of study including economics, psychology, game theory and artificial intelligence very easily using similar methods in each instance [3].  This portability and scalability are huge strengths when looking at problems to be solved using computers, and offer an advantage in that new methods do not have to be developed in order to solve a new problem.

Genetic algorithms are used in applications where traditional methods are impractical because they would take too long to find a solution; they do not find the absolute best answers, but are very good at finding acceptable answers in a very short amount of time [
].  An excellent example of a problem that can be solved using genetic algorithms is the traveling salesman problem.  In the traveling salesman problem, the salesman is placed on a map of N cities, and must visit every city only once before returning to the original city.  The goal of the problem is to find the shortest route possible.  There are many other problem for which genetic algorithms are ideally suited, however the traveling salesman problem provides an excellent example of the usefulness and power of genetic algorithms
2. Background.


There are several different factors that have affected the creation of current genetic algorithms; the first is the biological background that serves as the model for the genetic algorithms in computers.  In order to understand the computer algorithms, you must first understand some basic biological principles.  These principles are the basis for evolution and include the idea of genetic information that contains all the traits of a given organism and the ways that this information is passed on to create new organisms.

Many times when we are presented with a difficult problem, the solutions we come up with are based on living things and the way we see the world around us solve problems.  It is much easier to map an abstract problem to something more tangible in order to be able to more easily think and talk about it.  Genetic algorithms are a perfect example of this method of problem solving.  Using evolutionary biology as an analogy to solve very difficult problems makes perfect sense because it overcomes many of the problems of other methods and is easy to understand and work with.
2.1 Biological Background


In biological organisms, all of the information about that organism is encoded in genes.  Every gene has specific information located in specific places on the chromosome.  The different possible values, called alleles, that can be stored in a specific place determine the variation we see in the organism [2].  

When organisms reproduce sexually, they receive genetic information from both parents and that information is combined during meiosis.  The two parent genes are lined up next to each other and crossover at one or more points and exchange their information with each other.  The resulting genes contain elements from both parents and are different from either of the individual parents.  When this genetic information is used to create an organism, it has unique features.  If those features allow that organism to survive and reproduce more than other organisms, the genetic material from that individual is represented more heavily in the following generation [
].  This ability to survive and reproduce is nature’s fitness test for new organisms.
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Figure 1, Crossover during meiosis [2]


Sometimes there are random changes that occur in the genetic information of individuals that cause new alleles to be formed.  Most of the time these alleles do not affect the organism that results from the genetic variation, but every so often the new allele is responsible for creating new traits that did not exist in any organism before.  Many of these changes create insignificant or even harmful effects, but in some cases they create new attributes that are beneficial.  If the organism survives to reproduce, the entire population can benefit from these new alleles.  This process is called mutation [2].

After many generations of this crossover and mutation, the organisms tend to become better able to survive and perform specific tasks.  The new populations of organisms go through this process again, creating even more diversity and more possible solutions to the challenges facing them.  Many different types of organisms can result from this process, with different approaches to their challenges, becoming very advanced.  This is the basis of evolution, and the strength that genetic algorithms build upon.
2.2 Electronic Background

Genetic algorithms in computers were invented by John Holland while he was at the University of Michigan [
].  Holland was the first to deal with an entire string of genes instead of dealing with them on an individual basis.  This approach helps to create better populations because it looks at all of the elements in the solution at once instead of finding isolated pieces and putting them together.  He continued to refine his ideas concerning genetic algorithms while teaching graduate students at Michigan, collaborating with the students to come up with new ideas [
].  The collaboration produced the basic elements of the genetic algorithm: encoding each solution as a string of binary numbers, starting with a random initial population, using a fitness test to determine which elements in the population would reproduce and combining the previously selected elements using crossover and mutation to create a new population [
].  This is the same basic algorithm still used now.  For a long time Holland and his students were the only people working with genetic algorithms, and their work with them was mostly from an academic point of view.
Eventually other people started looking at Holland’s method for solving problems and applying them to real world problems.  One of the first practical demonstrations using a genetic algorithm was made by David Jefferson at UCLA called Tracker.  He created virtual ants to follow a trail of digital pheromones on a toroidal map (the left side of the map connects to the right and the top to the bottom, like a Taurus).  
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Figure 2, UCLA's Tracker Project [6]

In the experiment, the ants were placed at the beginning of the pheromone trail and can only see the square directly in front of them.  The ants had very few options available as to what they could do in one time period; they could move forward one square, turn left or right without moving or do nothing.  The fitness of a given ant is determined by how far along the trail it is at the end of a specified time period.  The trail was not continuous, so the ants had to figure out a way to anticipate where the trail was going and pick it up after the gaps, which became more complex as the path went on.  These gaps in the trail made the challenge of following it much harder for the ants, and made the problem much harder to solve with a simple program not utilizing genetic algorithms.
Within a hundred generations they had created, from a starting population composed of random strings, a population of ants that could make it all the way to the end of the trail within 200 time units.  In comparison, a custom designed ant using a traditional algorithm was used to traverse the trail and took 314 time units to reach the terminal end [
].  The way that the Tracker experiment was written, there was no advantage to finding a solution that could traverse the trail in less than 200 units, so the final product could be considered a perfect solution within the limits of the test.  If the parameters of the test had been different, the algorithm may have found solutions closer to the perfect traversal of just over one hundred time units.  Nevertheless, this was an amazing experiment because it showed that genetic algorithms could mimic evolution in biological organisms in a realistic time span and could be used to solve complex problems.  
Another amazing demonstration of the power of genetic algorithms is an entire virtual ecosystem named PolyWorld created by Apple Computer employee Larry Yaeger [
] that helped to show the incredible effects of genetic algorithms to create ordered structures from nothing more than an initial population of random zeros and ones.  
PolyWorld is a simulator that uses an artificial world that has barriers, food and a variety of organisms.  All of the organisms are able to see what is in front of them and have brains based on neural networks.  Their behavior is based on the genetic code they inherit from their parents, and their neural network responding to the stimuli around them.  The fitness tests and methods of reproduction at the beginning are complex in order to make sure that there are enough organisms to keep the simulation going long enough to produce adequate results, but after the simulation produces stable organisms they are left alone to survive and reproduce on their own.  This initial interference by adding organisms back into the population when it gets too small is designed more to accommodate the small size of the world in the experiment and produce results in a faster time period than to account for any defects in the actual genetic algorithm.  PolyWorld has produced an amazing number of different organisms with different approaches to survival based on what would appear to be randomness [7].
The organisms in PolyWorld went through several stages of evolution.  In an early version of PolyWorld that didn’t have barriers or edges, a species that Yaeger calls “frenetic joggers” emerged.  These organisms would just run around at full speed and always try to eat and mate whenever the opportunity presented itself.  Even though this behavior is relatively simple, it was an acceptable approach to their environment and when the environment was changed their behavior changed along with it.  When barriers were introduced such as the edges of the world that forced the organisms to stay within its confines, PolyWorld developed “edge runners” which would run along these barriers to find food and partners.  When the edges of the world were changed to allow organisms to simply drop off the edge of the world and disappear instead of forcefully keeping organisms inside, “dervishes” developed that turned around constantly to keep them from falling off the edge while still exploring enough space to find food and mates.  Other much more complex organisms developed that would run away or fight back when threatened, respond like real organisms to the sight of food by circling or slowing down and “grazing” and follow other organisms like real life scavengers [7]. 
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Figure 3, PolyWorld[7]

The evolution of the organisms in PolyWorld clearly reflect the evolution of biological organisms and clearly demonstrate how power genetic algorithms can be to solving problems that are extremely complex with little involvement from the programmer.  The PolyWorld team did not have to give the organisms any information about how they should survive in their world, and through the evolutionary process, different groups of solutions emerged on their own.


The actual algorithm used in a genetic algorithm is very simple.  When you look at it from a high level, it is very easy to understand because all of the complications are encapsulated into separate parts such as the encoding of the solutions, the testing of fitness and the actual crossing over and combining of the genetic material.  The only thing that needs to be determined after all of the methods are created is when the algorithm will terminate.
The evolution in a genetic algorithm can continue on forever, so in order to get an answer in a finite amount of time you must come up with some stopping condition for the algorithm.  The stopping condition can be a number of things, but the most common conditions are reaching some practical time limit, arriving at some predetermined number of generations or finding a solution that meets some specific criteria.  In a program using a genetic algorithm to solve the traveling salesman problem, the stopping conditions could be a solution that produces a distance that is under a certain threshold determined by the actual limitations of the salesman’s ability to travel.  By using different end conditions, the same algorithm can be used to produce very quick answers when it is necessary and be easily modified to find much better solutions when time is not as much of a factor.  
The genetic algorithm begins with an initial population which can be created using some other algorithm to begin with a population of somewhat quality answers, but most often the initial population is created from random data.  The fitness test is then performed on every individual from the initial population and the reproduction criteria are applied to select which individuals will reproduce and in what numbers.  The crossover is performed on the reproducing individuals in order to create a new population of solutions.  After the crossover is complete, the mutation method is performed on the resulting solutions and the algorithm inserts the new individuals into the original population.  Some versions verify that the population meets minimum criteria for size, inserting solutions by either creating new random strings or by adding back previous good individuals that are no longer in the population.  After the new generation is created, the stopping criteria are checked to see if the algorithm is finished.  If the criteria are not satisfied, the algorithm goes back to the selection method and creates another new generation [10].  
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Figure 4, Genetic Algorithm flowchart


The ability to manipulate the stopping criteria for the algorithm is another very useful feature.  If the best solution that is found is not acceptable for the specific application, the exact same program can be run again with different stopping criteria in order to find one that is more acceptable.  An example of this would be running a genetic algorithm to solve the traveling salesman problem with a stopping condition of a certain number of generations.  If after running the program, the solution is not practical, the entire simulation can be re-run without any modification to the algorithm itself using a different stopping condition of finding a solution that produces a circuit with a distance that is under a predetermined threshold.
3. Components of a Genetic Algorithm.

In order to solve a problem with a genetic algorithm, there are two essential elements that must be provided.  The first is the ability to encode solutions into strings of values, or another similar data structure, to be used as the genetic material.  The genetic material is very important because the algorithm uses this information to combine with the genetic information of other solutions to create new populations of solutions.  The second essential element is a method to evaluate the fitness of a given solution [
].  The fitness test is the most important component because the algorithm uses this test to determine which solutions will be represented, and in what quantities, in the next generation.  


Besides the method of determining which solutions are the most fit, other methods must be defined in order to use a genetic algorithm.  The first is the ability to combine solutions together in order to create new solutions.  This is usually done through crossover, similarly to how it is done in biological organisms, in which the two solutions to be combined are lined up and one or more points are used to exchange the contents of their genetic material.  The second is a method to introduce mutations into the new population.  This method is important in that it helps steer answers away from local optimum and introduces new traits into the new generation.  The last method is a way to ensure an adequate population size resulting from combining these offspring with the surviving elements from the previous generation. Usually there are methods for introducing new random elements or a way for less fit individuals to make it into successive generations in small quantities to help keep the genetic pool diverse [3].
3.1 The digital genetic material

For a genetic algorithm to be able to solve a problem, the potential solutions must first be encoded into a data structure containing values to be used as that solution’s “genetic material”.  The easiest way to do this is the way Holland originally encoded his solutions: as a string of binary digits.  Holland drew heavily from biological influences, and created a string of bits he equated to a chromosome, and placed various genes along the string.  There were different possible values for each section of the string to represent the different characteristics of the solution just as there are different alleles for different traits located at specific loci in biological genetic material [4].  
Creating the genetic material is one of the most difficult parts of using a genetic algorithm to solve a problem because there are different ways to represent any solution as a string of values, and there are different outcomes resulting from different encoding schemes.  The relationship between different characteristics and their location on the gene string can also cause different outcomes.  Values that are close together are more likely to make it through the crossover together than values that are farther apart, making traits that are located in the same area in the genetic material tend to appear in organisms together.

While the easiest way to encode the information is to take a single string of values to represent your solution, it can sometimes be difficult to encode the solution in this form.  Binary strings are very convenient if your locations map to specific traits, but the values in the genetic material do not have to be binary.  As an example of converting the traveling salesman problem into a single string of integers, you could number every city and encode the order of the cities as a string of integers with each integer representing one city and their position in the circuit represented by their position in the string.  Another method used in some forms of encoding uses matrices and complex algorithms for determining crossover.  As an example of the matrix method of encoding the traveling salesman problem, the solution can be encoded in an NxN two dimensional array of bits.  If a bit is set, then the cities corresponding to the indexes are connected.  The tour of four cities A-B-C-D would be encoded like this:
	
	A
	B
	C
	D

	A
	0
	1
	0
	1

	B
	1
	0
	1
	0

	C
	0
	1
	0
	1

	D
	1
	0
	1
	0


Figure 5, A 2 dimensional array of genetic material
There are a few problems with this encoding scheme such as requiring extra attention to make sure that the resulting matrices are valid answers, and handling other conflicts in the crossover.  Whenever you do crossover, the solutions may be invalid so whether the values are binary or another type, there must be a way to check the validity of the result as well as the fitness of the new solutions.
3.2 Testing for fitness

The most important method in the genetic algorithm is the method to test an individual solution’s fitness.  The result of the fitness method is the only measure the algorithm has of a solution’s quality and determines how well represented that solution will be in successive generations.  For example, in a genetic algorithm to minimize the distance in the traveling salesman problem, the fitness method would measure the distance of completing the entire circuit contained in the solution and compare that distance to that of other solutions in the population [
].


The fitness test is essentially the only thing the genetic algorithm knows about the problem.  This is one of the most powerful aspects of genetic algorithms, because the programmer doesn’t need to tell the computer how to go about finding the solutions.  When the fitness test method is made the genetic algorithm uses the fitness test as the only measure of the quality of solutions, so it is free to find unusual methods for solving the problem as long as it produces a positive result from the fitness test.  Any variations that cause negative results from the fitness test are under represented in subsequent generations unless some aspect of their genetic code combines with another solution to create offspring that produces positive results.  Absolutely no interaction is required besides the interaction between different individuals within the population.

Another strength of genetic algorithms arises from the fact that the fitness test assesses the solution as a whole, not just its individual parts.  Some solutions may be made up of locally unfit components, but as a whole it is very fit.  There are many variables that can be unaccounted for when looking at small pieces that affect the whole solution greatly.  Genetic algorithms remove the necessity of looking at all the minutiae involved in the problem and allow the programmer to focus on the big picture.  This is incredibly helpful when the number of components in the solution get larger.  The programmer is freed from wading through trait after trait of the solution and only has to think about the qualities that make the individual solution good or bad as a whole.
In order to maintain some variability in the gene pool, some of the less fit solutions are allowed to participate in the reproduction process in limited numbers.  This helps to steer away from local solutions, because as you approach the local optimum all the most fit solutions start to look the same so having some outliers can find other solutions that may be more fit [3].  The less fit answers that are allowed to reproduce may contain traits that are beneficial to the population, so keeping those traits is helpful for the creation of better solution sets.  The negative effects of keeping these outliers are minimal because the traits are only kept through multiple generations if they result in improved solutions.  As the poorer examples go through multiple generations, the probability that they will be selected again and again goes down considerably unless they can exhibit some traits that cause positive results from the fitness test.
3.3 Crossover

The crossover method is where different solutions exchange their genetic information in order to create the new population.  Some implementations choose to carry over some of the most fit solutions intact as well as making copies for use in crossing over with other solutions [
].  This helps to avoid losing your best solutions when they are combined with less fit individuals in the population.  Other implementations allow the fittest solutions to be combined with other elements in the population, but remember their genetic material for possible reintroduction into the population at a later time [7].  

If the genetic information is stored in a string, the crossover chooses one or more points in the string as crossover points and swaps the bits with the other string, creating new solutions.  In order to have a trait faithfully reproduced in the new generation, it is important to have the values that represent that trait be fairly close together on the string because as they become farther apart, it becomes more likely that they will be on different sides of a split during crossover [3].
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Figure 6: Two point binary crossover
In more complex data structures such as matrices, more complex methods are necessary to complete the crossover.  In some examples of the traveling salesman problem using genetic algorithms, two parents would be compared and every set of cities that agreed between the two parents would be passed unchanged to the children.  If the parents disagree, one child would get the set from one parent and the other would get the set from the other parent, alternating for each disagreement and inserting random correspondences whenever an agreement cannot be arrived upon in order to create a valid solution [10].
After the crossover is complete, the algorithm must verify that the resulting solution is valid.  If two solutions in a 5 city tour represented by the integer strings (1-2-3-4-5) and (2-3-5-4-1) are crossed over before the third value, it would produce the solutions (1-2-5-4-1) and (2-3-3-4-5), neither of which are valid.  Maintaining the validity of the children is essential to finding solutions, so the algorithm must have a way to deal with these problems arising from crossover.  Popular solutions to this problem include leaving some holes in a temporary string and then using a different algorithm to fill in the missing pieces in order to create a valid solution [10].
3.4 Mutation


During replication in biological organisms, there are occasionally problems that lead to genes being altered or copied incorrectly.  These mutations create different qualities in the organisms.  This process is mirrored in genetic algorithms by the mutation method; some bits in the string are randomly chosen and flipped [5].  If the genetic material is not binary, mutation can be performed by choosing random locations along the string and swapping their contents.  

Mutation helps to introduce new traits into the population that may not have occurred otherwise.  If the traits are not desirable, they do not survive to make it into successive generations, but if they are beneficial, they are propagated into other solutions in future generations.  As more fit solutions are found, the elements in the population all begin to resemble each other and there is little variety in the genes.  Mutation also helps avoid this by generating a few solutions outside the range of existing solutions.

Many researchers believe that mutation is much less important than evolutionary biologists have suggested.  The UCLA Tracker team used a very small mutation rate, and generated excellent results.  Even more illustrative of the influence of mutation, an early version of PolyWorld didn’t have a mutation method at all because of a debugging error [4].  Even with no influence from mutation, PolyWorld still exhibited the behavior expected from a genetic algorithm and produced many different types of organisms that fit into niches in the environment in order to survive. 

Once the crossover and mutation is complete, the new population is created to start the next iteration.  The algorithm then checks to see if the terminating condition has been satisfied.  If the condition is not met, the population for the new iteration must be created.  Some versions of the genetic algorithm carry over the most fit solutions found so far unchanged, as well as using them to produce the new offspring [9].  In PolyWorld, in the early stages, if there are not enough surviving organisms, the algorithm can bring back previous solutions or create new random solutions in order to maintain the population size.
4. Applications of Genetic Algorithms


Genetic algorithms are especially suited for problems considered intractable.  Intractable problems cannot be solved in a realistic time period using traditional algorithms, so the approach of genetic algorithms of finding acceptable answers in a short time is appealing.  Many researchers have used genetic algorithms for optimization and space problems because of this advantage [
].  In problems where a maximum or minimum of some complicated functions must be found, genetic algorithms can find solutions when other algorithms cannot.  When a genetic algorithm is applied to a function with a large number of local maxima, it can easily find the solution is a very short amount of time while a point to point algorithm cannot find the absolute maximum in any amount of time because they cannot get past the local maximum [
].
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Figure 7, A function with a lot of local maxima that cannot be solved by traditional methods [12]
When using a genetic algorithm, the only aspect of the problem that must be understood and coded is the fitness test for the solutions.  This property is very important because it allows genetic algorithms to be very effective when solving problems for which all the aspects are not well understood [
].  The effects of each minor change to the solution do not have to be accounted for individually as the entire solution is evaluated in order to determine its fitness.

Genetic algorithms are also very good at solving problems where there are a large number of possible choices and small factors greatly affect the outcome of the solution.  Examples of such scenarios are found in games such as chess, go and even in solving mazes.  These games are notoriously difficult to solve using brute force, however a genetic algorithm can quickly find many solutions and weed out the poor ones to find very good ways to play games that have simple rules but are very complex and have intricacies that are difficult to fully understand [9].
4.1 Advantages of Genetic Algorithms


One of the biggest advantages of genetic algorithms over traditional methods is their ability to provide a solution in a realistic amount of time.  Genetic algorithms can also be helpful in neural network learning, artificial intelligence in games and when there is no intuitive method for finding a solution.

The traditional examples of genetic algorithms are classic discrete mathematics problems like the knapsack problem and the traveling salesman problem.  To try every possible city in the traveling salesman problem is O(n!),  so even for a small tour of 30 cities it would take over 2.6525286 × 1032  operations.  At an unrealistically fast 3,000 operations per second it would take a computer over 2.8037 × 1021 (2,803,700,000,000,000,000,000) years.  Using genetic algorithms on the same machine can produce a very good solution in a matter of minutes, and the performance is not greatly reduced when the number of elements is increased.

In neural networks, genetic algorithms can be used to help the neural network learn and adjust its weighting.  This fits very well with the biological model of neural networks and creates some very powerful problem solving programs.

Genetic algorithms also make excellent artificial intelligence in games because they can come up with reasonably good decisions in very short periods of time without taking too many clock cycles away from computationally complex graphics programming.  Normal artificial intelligence cannot account for all the possible effects of tiny variations in its actions, while the genetic algorithm has no problem doing so.  The actions of artificial intelligence in a game must not necessarily be optimized, so the fact that the genetic algorithm does not produce the absolute best course of action is inconsequential.  Game programmers are much more concerned with making sure the artificial intelligence runs efficiently so that the game does not slow down when there are many different decisions to be made.  Another beneficial aspect of genetic algorithms in game programming is it allows the game intelligence to become better suited to a specific player instead of having to be designed to play against specific styles and having specific weaknesses which increases the entertainment value of those games [
].
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Figure 8, An online game of Tron that uses genetic algorithms to determine its own behavior [14]
Genetic algorithms are also very good at finding solutions to problems that are understood, but do not have a clear way to find an answer in an efficient manor.  The programmer does not need to be concerned with how the problem will be solved, only with how to determine the quality of solutions found.  The genetic algorithm then takes over and does all the hard work on its own.  The time normally spent designing the solution algorithm and programming it can be used letting the genetic algorithm produce better solutions.  It is also much more cost effective to have relatively cheap hardware design the solution than to pay a programmer or team of programmers to come up with a new innovative method of solving the problem.

In many situations where other algorithms get stuck or confused, the random and evolutionary nature of genetic algorithms can help get past the sticking points that hinder more traditional methods.  A hill climbing algorithm can easily get stuck at a local peak when a genetic algorithm would use the fact that it allows less fit answers to continue into new populations and the mutation of the good answers in order to attempt to other more fit solutions elsewhere in the search space.

In all of these cases, the genetic algorithm provides very useful tools for solving problems that are either impossible or extremely difficult and time consuming using other methods.  While they work well in these and many other situations, there are sets of problems that do not lend themselves well to the use of genetic algorithms.
4.2 Limitations of Genetic Algorithms

Genetic algorithms are not well suited to a lot of problems.  If an absolute answer is required, a genetic algorithm is not a very good choice because in many cases it is very difficult to prove that the answer is the best possible solution.  The only way to prove the solution is optimal in many of these cases is to find every possible solution and compare them to the one you have found.  

Another area where genetic algorithms cannot be used is if the fitness function returns a Boolean value, sometimes called “needle in a haystack” problems, because there is no way to evolve towards the answer.  These problems are very difficult to solve because as you approach the correct solution there is no indication that you are getting closer until you actually find the answer.  In these cases, the fitness test will show that all solutions in the population are equally unfit unless it happens to randomly stumble across the correct answer.  There are much more efficient ways of solving these problems than allowing the genetic algorithm to stumble around the search space looking for the solution. 

The fact that genetic algorithms can help solve problems with poorly understood properties leads some to believe that they can use a genetic algorithm to solve a problem they don’t understand fully.  The fitness test method absolutely must produce accurate results, which requires a thorough understanding of the problem.  The solutions after crossover and mutation also must be checked to ensure that they are within the valid set of possible solutions.  The algorithm needs to know how the individual aspects are evaluated to create the fitness of the entire solution, so the general effect of the subtleties must be known.  The advantage of the genetic algorithm only becomes apparent when many different possible values for these elements are applied and evaluated.
The genetic algorithm is not intended to be a one size fits all solution to every problem; it is a very useful way to find solutions for many problems in a very efficient manor, but cannot efficiently solve many of the problems mentioned above.  In many cases, other more traditional algorithms may find better solutions or find equally fit answers in a shorter period of time or using fewer resources.  In those cases it makes sense to use the other methods and save the genetic algorithm for the problems it excels at solving.
5. Conclusion


Genetic algorithms are an exciting new field of study in Computer Science.  They can solve problems much more quickly than other methods, and have many inherent advantages that make them very well suited to solving some problems that are difficult to solve using other algorithms, avoiding pitfalls that can cause other methods to fail or become very slow.  The basic parts of the genetic algorithm are the same for many disparate problem sets, so they can be applied with very little modification.  The actual algorithm is very simple and can make very complex problems more understandable and easier to talk about.
There are many problems that are incredibly useful in many areas that cannot be solved in polynomial time using traditional methods, and for which absolute optimum answers are not required.  Genetic algorithms are perfectly suited for such problems, and solve them very elegantly using methods taken from natural processes.  These problems have many applications and are very important, so having a method to quickly find solutions is essential to many different fields of study.
The simplicity of genetic algorithms is one of its greatest advantages over other methods.  All that is necessary for the algorithm to be successful is an encoding of the solutions into some digital form and a method to test the fitness of the solutions it creates.  This makes it very easy to apply the algorithm to a problem.  Once it is applied, it is very simple to change the variables in order to produce different results for different situations and for different applications.  

Genetic algorithms can find many solutions that would not otherwise be obvious to a programmer, and can produce incredible and unexpected results by harnessing the power of evolution to examine many different solutions and combine them to create even better solutions.  The fact that they take into account the entire result instead of checking pieces of the solution one at a time makes it possible to find many non intuitive solutions that would be very difficult or even impossible to find using more traditional methods.  This makes them very well suited to extremely complicated problems and to those problems that have many intricacies that interact with each other and whose cumulative effects are not all well understood.

As massive clusters produce huge computational abilities, it is clear that many problems cannot be solved by simply throwing more powerful processors at them and giving them more clock cycles.  Innovative algorithms such as genetic algorithms must be developed and used whenever appropriate in order to maximize productivity and efficiency in solving these problems.  In the future, genetic algorithms will be much more commonplace as more people learn about them and understand their effects on diverse problem sets.
6. Appendix

1.  What is the starting population used in a genetic algorithm?  
Genetic algorithms usually create a population of random strings of bits, but can be initialized with populations created from other algorithms in order to improve those solutions.
2.  When are genetic algorithms useful?  
Genetic algorithms are useful when you need to find approximate solutions to problems that are otherwise intractable and when solving problems that are unsolvable using other methods.
3.  What are some drawbacks of genetic algorithms?  
One major drawback of using genetic algorithms is that the solutions you find with genetic algorithms cannot be proven to be optimum solutions for the problem.  Genetic algorithms also are incapable of solving problems when you cannot gradually evolve towards the answer.
4.  How do you store possible solutions when using a genetic algorithm?  
The information about the solution can be stored in many data structures, most commonly it is stored in a string or matrix of values.

5.  How do you determine which individuals will continue into the next generation?  

The solutions that continue into future generations are determined by using a fitness test to find the most fit solutions and by allowing a small number of random and less fit solutions to continue with the most fit solutions.
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