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1.  Introduction  
With the ever growing music industry and the escalating music sharing, purchasing, and cataloging, search engines designed for music are being depended on more and more.  With this increasing demand in music availability there has been a correlated effort in the computer and music science communities to find a resolution.  As a result, there have been a lot of new methods explored for searching audio files that make the commonly difficult process easier and more effective.  In this paper I will look at these new systems, particularly the Query by Humming method, and analyze how they work and if in fact it makes a difference in the searching process.
Query by Humming, or QbH for short, is a new way of thinking when it comes to a file search.  As opposed to the traditional text or tag based search, this method searches for the actual content of the file instead of the name of the file.  The advantages of this method are mostly seen in searches for music, but there are other methods that will search for images and videos using the content-based retrieval idea. The classic way of searching for a song file will use tags such as: artist, album, genre, and song name.  This new approach uses the melodic features of the song that distinguish it.  For example, say you are trying to figure out the name of a song or the artist who recorded it, but you don’t have a clue as to what it’s called or who did it.  Instead you can sing or hum the melody of the song from memory. Using the QbH approach, this person would then be able to use the little information they have on the song to find more.  In the past this was not feasible, but now thanks to methods like query by humming, this task as well as many others can be resolved.
This approach is a practical use for that situation, which happens more often than you think.  But to make that approach practical for an everyday type of searching circumstance is what a lot of music information retrieval developers hope to see in the near future.  That future happens to be not so distant any more.

2. Background

The history of content-based searching is somewhat limited. Some years ago the research that was developing was fairly new and the overall approach is still not well known in the computer science community today.   But as of late, the talk about this topic has been increasing.  In 2000, a conference named the “International Conferences on Music Information Retrieval”, or the ICMIR, was founded for the sole purpose of discussing music information retrieval.  Since then, the conference has been meeting annually all over the world hosting a number of topics ranging from “tempo and beat estimations of music signals” to “classification of dance music by periodicity patterns”
 and many, many more.  The conference will meet this September at the Vienna University of Technology in Austria and will hopefully broaden the scope of M.I.R.  
The ICMIR conference is just one way the word about music information retrieval is getting out.  Some of the digital and physical music libraries around the globe have been testing or adapting some MIR techniques, specifically the QbH approach.  In New Zealand there is currently a project in place called the New Zealand Digital Library Project.  Within this project there is an online music library, known as MELDEX, which uses the principal features of a QbH search.  The software they actually use is called Optimal Music Recognition, but it’s basically just a fancy name for an engine that combines QbH and Query by Contour, which will be discussed later in this paper.  But this project is just an example of some of the current projects out there that are bringing this new technology into the limelight.
3. Application

The application of this system in our technologically advanced society has its benefits and drawbacks. A main issue has to deal with whether or not this could be used in a “normal user” scenario and if it would be accepted by this same demographic.  A “normal user” would be defined as someone who isn’t a technology guru per se, but one that frequently listens to music, catalogs music, or searches for music on the internet.  But some see that this system can be oriented both to professionals in the field of music and to general public. As for the latter, requirements to QBH systems are getting more complicated, since they should allow for humming errors connected with the lack of musical experience.

 
One possible area where a system like this would likely flourish is iTunes.  iTunes, the world’s most popular music player, would benefit tremendously from a QbH add-on.  The average iTunes music library is constantly growing for most users, and where the usual text-based search engine would normally be ok, a QbH system would be more valuable for the user with the larger library.  
Another proposed idea for an addition to yet another popular Apple product is the possibility of having an imbedded QbH system on the iPod.  As with iTunes, QbH could be a huge hit with the iPod.  Some models of the iPod already have a built-in microphone on it so the likelihood of Apple considering an addition like this isn’t that far-fetched.

  Even in peer to peer network communities like Limewire and Morpheus, query by humming can have a beneficial impact. A proposed QbH system for a peer to peer network claims that it can take advantage of a large music network by supplying better search capabilities and results with content-based queries, and it can also be implemented in a way that enables peer-to-peer search and identification of copyrighted songs, but redirects download requests to authorized retailers on a commission-based model.
  
The idea of having a system to recognize a “hummed” or “sung” song and to use this information for querying purposes in a search engine is the main idea behind QbH
.  But the main theory behind the content-based retrieval system is to find relevant data faster and more efficiently by matching the actual content of the data to the actual content of the search query. The two are related in that they both have the same goal of a faster and better result generated from a search.  But all of this is really made possible by us, the humans.  For most people this “humming” or “singing” comes naturally, and can usually be retrieved from memory.  When one hears a song for the first time information such as artist, song title, and album are primarily stored in memory later. But the melody usually sticks: “Furthermore, as the human brain often forgets this information, while the melody remains fresh in mind, it seems obvious that an application capable of retrieving music from humming or whistling can be very useful.”5   If we can’t remember the song or even hum it though, then this system would be useless.   
4. Design


The design of the overall query by humming system is quite complex. I have split the design into 3 sub-sections covering the 3 main components of the system, the query, the model/structure, and the algorithm, to make it easier to understand.
4.1 Query Process
The actual query process involves several components which will be discussed in more detail in the Models/Structure section. There are a couple of different designs out there though that deal directly with the searching and matching process
.  
Some systems use matching methods such as string alignments, n-grams, Dynamic programming, Markov models, or monophonic melody matching for their matching process.   Monophonic melody matching is the most common choice for a QbH system, but the problem with matching the main melody of a song is that most music these days are polyphonic. A polyphonic song means that it has more than one melody, or instrument, that creates the main melody. This makes it difficult to obtain the main melody of song when there are so many other components to it.  Some might get the verse of the song confused with the chorus, or the guitar as the melody instead of the vocals.  There are many ways that a polyphonic song can be portrayed.  To make this a non-issue, many systems use a database consisting of MIDI files that will usually denote the melody track for you. These MIDI files, which are discussed in more depth in the Models/Structure section, make this process much more capable of finding the correct song. 
The process begins with the recorded query, hummed or sung, submitted by the user.   The query should contain only the melody of the song.  A melody is defined in the English dictionary as a series of musical notes that form a distinct unit, are recognizable as a phrase, and usually have a distinctive rhythm
.  To most of us, the melody is the main part or focus of the song.  It is also the part of the song that on average we remember the most, so making it the target input and output makes it ideal for this system. 
 To make sure that the search is efficient, a minimum of 7 or 8 sequential notes are required.  If the user inputs a query of only 4 or 5 notes it makes it much more difficult to distinguish it from other songs in the database.  Especially today considering that many bands write songs in the same key and use the same chords.  Therefore, the longer the query is(within the length of the melody), the better the results will be.  Also, it is recommended that when singing the melody, he or she should sing the same syllable such as “da da da” or “ta ta ta”.  Doing so will eliminate some tonal deficiencies that are common when someone is trying to sing something from memory.  Singing the lyrics of the song will actually decrease the chance of matching the right notes in the song, unless the person is really good at staying in tune and in key which isn’t the case for most.  
Many problems can arise when recording a query, for instance it is assumed that the user will sing or hum the main melody, which may not be the case. Another problem that could occur is variation in the song’s tempo, which is why it is left out or used as a second or third matching component in most systems.  Thus, that is why most rely on the pitch duration and contour of a song to match the query.   If the submitter can abide by these instructions, then the chances of a successful search are increased greatly.  If not, the system is designed to catch some of the flaws created in the recording process.  Erroneous sounds that can be picked up by a microphone are generally ignored, but on some occasions can alter the accuracy of the search.  
The next step in the process is to take the recorded query and assign it musical notation.  This involves a procedure that is called note quantization.  Note quantization is based on the tuning and scale standards in Western music. This quantization transforms the singing input into its formal musical notation. From this musical score, a melody can be synthesized for auditory feedback by using standard MIDI technologies.
 The efficiency of this is crucial to the overall effectiveness of the search so it is important that the transcription is as close to what the user entered as possible.  When the musical values are assigned to the query, the melody is then matched against the melodies stored in the database.      
[image: image1.emf]The specifics of matching the query to the target database files are covered in more detail in the algorithm section, but the overall procedure differs from system to system.  Depending on whether the algorithm extracts the pitch interval, duration, or both, the efficiency of the matching process can vary.  
 Once the file, or files, in the database are found, a list of files that rank in order from top(the most similar choice) and bottom( the least similar choice) is compiled.  Since the recorded query is not expected to be perfect due to human error, the same can be expected of the matching process.  You can’t expect the system to select the right song every time because of the natural randomness of the query, so that is why a list of songs is returned for the user to select. The goal for all of these systems is to have the correct choice be at the top of the list.  The returned songs are usually in a format like MIDI or WAV that allows the user to play the selected song from the database.  
4.2 Models/Structure

How the system is structured to meet the needs of the query process is very important to the efficiency of the search.  Most of the systems are modeled for a small scale system since there are only a few that have been proven to be able to handle a large database of song files
.  
  The VocalSearch system follows a pattern of query submission, transcription, database matching, and then the results listed in a ranked list as seen in figure one below.  Most of these QbH search engines follow the same basic model like the one VocalSearch uses.  There are some differences though in how they retrieve the musical data from the MIDI files in the database and from the recorded query. Some require the MIDI file to denote the “melody” track while others will use all tracks in the MIDI to search for the melody.  This results in a difference in querying speed and correct results.

Figure 1
The backbone of the system is really the database, where all of the songs are stored.  Most systems use MIDI files in the database since it is digital and can be easily matched using the right algorithm.  A MIDI file contains digital tracks that denote the key, the main melody, the tempo, volume and so on.  This is much more practical than using a regular analog file that usually puts everything onto one track which is difficult separate.  And thanks to the growing popularity of cell phone ringtones and karaoke, the collection of MIDI songs available has been expanding greatly. Using the main melody of the song is also key to a efficient search because restricting the database this way—single voice, representative themes—reduces the chance of a serendipitous match between the query and an obscure component of some unrelated piece of music (such as a descending scale in a query that matches a walking bass line).4

Another system, the Sloud Query by Humming Search Music Engine, uses a 2 part design for its system architecture, which is diagramed in Figure 2 below.  The engine itself is part of a web interface which is the first part of the design.  The second is the server, which connects the engine to the database and vise versa.  The search engine can perform functions such as: “humming-to-MIDI conversion, i.e. recognizes pitch and duration of the hummed notes; Provides indication of the recognized pitch contour while signing in real time; Allows to play back the recognized melody, converted into MIDI, before sending the query; Indexes the melody and sends a query to Internet server Sloud QbH; Provides settings (options) of the search and result representation.”  The main benefit of having a design like this one is the ability to play-back the recorded query before you submit it.  This enables the user to catch common mistakes themselves rather than having the system to do it and returning mixed results.

Unlike most systems, Sloud converts the inputted WAV file to MIDI before it gets to the database.  This actually decreases the query processing time since the conversion is done on the client side which saves cpu resources on the server and database side making the search faster.

The Sloud query by humming system uses an indexed database for their design.  The database is split into indexes of melodies and metadata, such as the artist name and song tile.  For faster searching capabilities, the database also follows a 2-level structure which consists of melodic contour index, which acts as a hash index for quick search, and of full melody index, which contains information about music intervals and melody rhythm.2
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Figure 2.

4.3 Algorithms 


The algorithms used in the query process are some of the most complex used in the industry.  Additionally, they are the most important part of the process. It is here where the data from the search file will be matched to the target file in the database. Just like the querying process, the algorithms used in the matching task vary from system to system.  For the VocalSearch system, a string-alignment algorithm is used to compare the query to the database files.  The string-alignment is based on the distance the target file is from the query file.  The closer the string for the target song is to the string of the query song the greater the chances are that the song will be at the top of the ranked list.  

Some systems will convert the query into Parsons code for matching purposes.  Parsons code is based on pitch direction where each pair of consecutive notes is coded as “U" (“up") if the second note is higher than the first note, “R" (“repeat") if the pitches are equal, and “D"(“down") otherwise.
 For example, the first melody or phrase in Beethoven’s Ode to Joy would be coded as RUURDDDDRUURDR. This technique is considered to be more user-friendly in that it allows for more human errors during the recording process without affecting the results too much.  

Another algorithm that is used in query by humming systems is melodic-matching.  Melodic-matching uses pitch and frequency estimation to compare the query to the song. The frequency of the query is divided into equal frames for each note for the query and the song in the database.  Once the frames have been segmented, each frame(note) gets assigned a numerical value.  Figure 3 shows a tune(S) being matched against a query(Q) using a melodic-matching method.  The values for S represent the length of that section of the song(1-10), and the values for Q represent the length of the query(1-6).  In the example below the matching alignment consists of 3, 4, 6, 7, 8, 9.

[image: image3.emf]
                      Figure 3.
5. Functionality/Practicality 


Does it really work? This is the main question raised by our peers concerning this system. In this section I will compare my test data with the test data done by the professionals
 from my references.

5.1 Working QBH Systems
There are many working examples of the QBH system out there available for use. Some are exceptional and will 4 out of 5 times return the intended result.  Others are terrible and are lucky to get 1 out of 5 correct. This is assuming, however, that the user inputted a sufficient query for searching. The 4 systems that were tested for this paper includes: Sloud: Query by Humming Search engine, Musipedia, the MELDEX engine from the New Zealand Digital Library, and the Query by Humming project at New York University.  These 4 systems all have a database collection ranging from 1,000 to 10,000 MIDI song files.  They also have similar matching techniques such as pitch recognition, contour detection, and pitch duration.  The songs that I choose to use in my testing are melodic and simple enough for me to expect good results back from the systems.  For each system I sang the melody, not hummed, using the same syllable “ta” as it was discussed earlier.  The song I choose to sing was the national anthem of the United Stated of America, “The Star-Spangled Banner”.  
For each query that I sang, I used specifically 13 notes of the main melody of national anthem.  The results went as follows: for the Sloud engine I was able to get it to return the expected result for 2 out of 5 submitted queries.  For the Musipedia engine I was able to get it to return 3 out of 5 submitted queries with the intended result. The MELDEX engine returned 1 out of 5 submitted queries with the correct result.  Finally, the NYU system returned 0 out of 5 [image: image4.emf]submitted queries with any result.

   Figure 4.

                             Figure 5.

Test data collected by the developers from Sloud are shown above in the tables in Figures 4 and 5.  They tested 4 systems, 3 of which I also tested, that are all based online and that all use similar matching techniques.  For this test three different query examples were done: 1.) melodies hummed clearly, without distortions; 2.) melodies hummed falsely; 3.) one melody sample (“Maxwell's Silver Hammer”) with an excess note.2  In addition to these requirements each query had a different singer, a man or a woman, and a number of notes used in the query.

The results in Figure 5 show the position of the song selected from the ranked list, ranging from 10 to 1, or a dash signifying that no match was made.  These results show that the queries sung with flaws in them has a direct affect on the ranking they received in the list.  Conversely, the queries that were sung with little or no flaws were returned as the number 1 result, except for the NYU system which returned no results for any of the queries just like I experienced in my testing. 
[image: image5.emf]
As reflected in the testing done by the professionals and myself, this method of content retrieval is effective and useful.  But it is not good enough yet to be accepted by the public.  In our fast-paced society there aren’t a lot of people willing to wait until the fourth or fifth try to get the information that they want.  That just won’t cut it.  However, with the improvements currently being made by developers around the world, the probability of closing this gap is becoming a reality.
5.2 QBH vs. other content-based methods


Here I looked at the comparison of the query by humming method and the other content-based methods.  Query by tapping, query by contour, and the MPEG-7 format all have distinctive aspects of them that are similar to the QbH method. MPEG-7 is one example of a file type that uses the QbH method in its MPEG standards.  MPEG-7 uses xml and metadata to make the file easy to search for.  The popular internet radio Pandora uses a similar approach to this in that the music is tied together using classifications that they come up with by listening to the music.  They listen for songs with similar vocal tonality and instrumental rhythm in order to group songs together so users can listen to music that they like. Even though this is a text-based connection, is much more complex than the basic genre and artist classifications.  It still is content related.

The query by tapping method uses the rhythm of the song to separate it from others.  This method allows the user to tap the rhythm of the main melody on the keyboard.  The faster to press the key, the fast the beat is and so on.  There is even a Query by beat-boxing method that is being developed.  For those of you that don’t know what beat-boxing is, it is a vocal representation of a percussion instrument that is commonly used in Hip-hop music.  Musicians will use their tongue, lips, and throat to create different beats.  A query for this kind of music completely ignores pitch and contour and instead uses beat and tempo representation when matching a song.  This method is still very young in its development but it is just another example of the magnitude of MIR.
6. Conclusion

This approach to file searching is new and has a lot of ground to cover, but its benefits are great enough to endure the risk and time of developing such a system.  In the very near future this system will be improved in many ways that will make it even more appealing to the not just the computer science and music worlds, but the general public as well.  Within the past decade masses of information has been made readily available for all kinds of things thanks to the development of the internet and other technologies.  Why not music too?  The possibilities for software like Query by Humming are nearly endless.  
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Appendix


Questions:


What is the Query by Humming method?


How does a content-based retrieval method make a search better?


What benefits does a MIDI file have vs. other formats?


What are common mistakes made by people using a QbH search?


Above all, what is the most important part of the process that the user should learn?





Answers:


The Query by Humming method allows you to hum or sing a melody and use that to search for it to find out more information.


Content-based searching methods use the actual content of the file to search for it, this way generalizations and text-discrepancies are done away with.


A MIDI file is in a digital format that allows the user to denote certain information like tempo, melody, and key which is useful for querying purposes.


Sing the actual lyrics of the song will decrease your chance of getting back a good result.  


That this process is user-driven, everything depends on how well the user can hum or sing the melody.  There are ways to fix user errors but the best results come from good queries. 
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