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1 Introduction


Since the birth of artificial intelligence research in the mid 1950’s scientists began designing machines with the hopes of replicating human intelligence.  Since then many researchers have made predictions such as, computers will be able to replicate the human brain by the year 2000.  This prediction among other has not come true.  In the mid 1980’s there was a paradigm shift lead by Robert A. Brooks the director of computer science and artificial intelligence labs at MIT.  His main focus was that true intelligence can only be replicated if the mind has a body.  This approach which has been coined Embedded Artificial Intelligence has contributed to the understanding of intelligence, something the traditional view could not.
2 Background

Artificial Intelligence (AI) was first launched as a new research discipline at the famous Dartmouth conference, in 1956 in Hanover, New Hampshire.  Among others who attended were the “…fathers of AI, Marvin Minsky, John McCarthy, Allen Newell, Herbert Simon and Claude Shannon.”  The major topic discussed was “…the conjecture that every aspect of learning or any other feature of intelligence can in principle be so precisely described that a machine can be made to simulate it.” [6]  This view came to be known as classical artificial intelligence, “which views intelligence as merely a matter of abstract symbol processing.” [6] As a result the most important aspect of classical AI is in complex algorithms or software.
In the 1980’s researchers discovered that traditional AI principles were inherently flawed because they could not function in the real world.  Rolf Pfeifer stated “…the original intention of artificial intelligence was not only to develop clever algorithms, but also to understand natural forms of intelligence, which requires a direct interaction with the real world.  It is now generally agreed that the classical approach has failed to deepen our understanding of many intelligent processes.” [6]
“Another way of looking at the successes and failures of classical artificial intelligence is that it has been successful at those tasks that humans normally consider difficult—playing chess, applying rules of logic, providing mathematical theorems, or solving abstract problems—whereas actions we experience as very natural and effortless, such as seeing hearing, speaking, riding a bicycle, walking, drinking from a glass, assembling a car from a Lego kit, talking, getting dressed, putting on makeup, or brushing our teeth—all skills requiring common sense—have proved notoriously hard.  The successes in achieving these latter skills in artificial systems have been very limited, to say the least; the algorithmic approach has simply not helped much in understanding intelligence.” [6]

Rodney A. Brooks is a Professor of Computer Science and Engineering at MIT and director of the Artificial Intelligence Laboratory.  In a presentation at Stanford University during the 1983-84 academic year, Brooks introduced a paradigm shift or new direction in AI research.  He first illustrated the basic design of traditional AI as the sense-think-act design shown below.
[3]

“The basic idea is that perception goes on by itself, autonomously producing world descriptions that are fed to a cognition box that does all the real thinking and instantiates the real intelligence of the system.  The thinking box then tells the action box what to do, in some sort of high-level action description language.” [3]  In this design cognition is separate from what an agent perceives from the world and then how an agent reacts to the perceptions.

Brooks then introduced a new set of design principles for developing intelligent machines.  In this design approach there is no central cognition, only through the perceptions and actions of an agent can an external observer sense that cognitive abilities exist in an agent.
[3]

“It denies that there is even a box that is devoted to cognitive tasks.  Instead it posits both that the perception and actions subsystems do all the work and that it is only an external observer that has anything to do with cognition, by way of attributing cognitive abilities to a system that works will in the world but has no explicit place where cognition is done.” [3]

This behavior-based design corrected the need for traditional AI researchers to program detailed representations of virtual worlds into their agents.  Rolf explained “…the ability to figure out where you are is based on detailed inner models or representations of the outside world—which implies that these representations either have to be programmed into the robots or the robots have to learn them as they interact with their environment; and they have to be continuously updated in order to remain consistent with the real world.” [6]


The behavior-based design also allows for real-time processing, which was another flaw in the traditional design.  Rolf Pfeifer stated, “Systems based on the classical paradigm embedded in real robots are typically slow, because they process information centrally.” [5] Conversely, behavior-based AI does not contain a separate subsystem dedicated to cognition and this allows for real-time processing.


Behavior-based AI contains to two principles, situatedness and embodiment.  Brooks states that “A situated creature or robot is one that is embedded in the world, and which does not deal with abstract descriptions, but through its sensors with the here and now of the world, which directly influences the behavior of the creature.” [4] Brooks defines “Embodiment: The robots have bodies and experience the world directly—their actions are part of a dynamic with the world, and the actions have immediate feedback on the robots’ own sensations.” [3] These principles are both necessary to develop robust machines that can operate without the guidance of an operator.
3 Agent Design Principles

This set of design principles are used to develop complete systems that act and perform tasks autonomously in the real world.  Rolf states, “The agents we are interested in designing are complete creatures…endowed with everything needed to behave in the real world, which obviously implies that they have to be embodied and situated, autonomous, and self-sufficient.” [6] These agents face certain challenges because they interact with the real world instead of a virtual world.  First, because these agents are embodied it takes time for them to acquire information.  Second, the information an agent can receive from its’ environment can never be complete.  Rolf said, “Third, physical devices are always subject to disturbances and malfunctions, and since sensors are physical devices, the information acquired through them will always contain errors.” [6] Fourth, the real world does not have clearly defined distinct circumstances.  Fifth, real world agents have to perform many jobs at the same time.  Rolf states, “Sixth, because the real world has its own dynamics—things out in the world happen even if we do not do anything—there is always time pressure due to ongoing change.  Thus agents are always forced to act, whether they want to or not.” [6]

The following is a lit of properties that complete agents contain because they are embodied.  Rolf lists, “1. They are subject to the laws of physics (energy dissipation, friction, gravity).  2. They generate sensory stimulation through motion and generally through interaction with the real world.  3. They affect the environment through behavior.  4. They are complex dynamical systems which, when they interact with the environment, have attractor states.  5. They perform morphological computation.” [6]
3.1 Bottom-up Design


The bottom-up design is the opposite of traditional AI that started design of high-level intelligence such as humans.  This was a problem because many different subsystems were studied separate from one another.  For example different groups of researchers and developers tackled the problems of natural language, vision, and locomotion just to name a few.  They believed that once they explored all the subsystems of a human they could simply put it all together and thus have an intelligent agent.

However, Rodney A. Brooks took an alternative approach.  This is called the bottom-up approach, Rolf states that, “Brooks made a case that because it took evolution so much longer to move from inorganic matter to insects then it took to get from insects to humans, we should start by studying insects.  Once we understand insect-level intelligence—thus Brook’s argument—it will be much easier and faster to understand and build human-level intelligence because achieving insect-level intelligence from scratch we should be a much harder problem than moving form insect-level intelligence to human-level intelligence.” [3]
Brooks and his partners wanted to develop an insect-like robot that could not only move around in a laboratory but over and around obstacles in the real world.  Brooks, “…wondered whether we could build a walking robot that did more than that.  But first I needed an implicit assumption to negate. …While watching videos of insects walking over rough terrain, I noticed that many times they would miss a foot placement and stumble.  This was the key.  Everyone had been assuming that walking robots needed to be balanced.  What if we let them fall down, let them scramble more than walk, just the way insects operate?” [4] When switched on Genghis would begin detecting the body heat that all mammals emit, through six pyroelectric sensors at the front of the robot.  These sensors would then initiate its six legs and Genghis would follow the heat emitting agent, scrambling over anything in its path.  Brooks stated, “its software gave it ‘life’.  It acted in ways that appeared lifelike—it acted as a creature might act in similar circumstances.  Of course, software is not lifelike itself.  But software organized the right way can give rise to lifelike behavior—it can cross the boundary form machinelike, which is how we normally think of software, to animal-like.” [4]
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[7]
By developing low-level intelligent machines such as insects defines the groundwork for more complex behaviors. Turning said, “Instead of trying to produce a programme to simulate the adult mind, why not rather try to produce one which simulates the child’s?  If this were then subjected to an appropriate course of education one would obtain the adult brain.” [6]

3.2 Layers of Control


The next design principle is layers of control, which builds on the previous idea of developing from the bottom-up.  Brooks defines, “The key idea of levels of competence is that we can build layers of a control system corresponding to each level of competence and simply add a new layer to an existing set to move to the next higher level of overall competence.” [3]  Brooks started by building a complete robot control system at the zeroth level of control.  Once this level is debugged work on the next layer can start.  Brooks states, “Next we build a another control layer, which we call the first level control system.  It is able to examine data from the level 0 system…The zeroth layer continues to run unaware of the layer above it which sometimes interferes with its data paths.” [Brooks – Cambrian 10]  This architecture is called the subsumption architecture, as seen below.
[3]

This architecture is well suited for programming multiple goals that can be developed separate but act together.
3.3 Three Constituents Principle

The tree constitutes principle focuses on how an agent should behave in the environment.  Rolf states, “Designing an intelligent agent involves the following constituents: (1) definition of the ecological niche, (2) Definition of the desired behaviors and tasks, and (3) design of the agent.” [Pfeifer and Bongard 100]  By defining the role an agent plays in its environment the agent will behave accordingly to perform a desired task.  Rolf also states, “If on the other hand we are interested I explaining the behavior of natural system we can start from a particular set of behaviors that we observe, try to identify the ecological niche, and then ask how the behaviors come about.” [6]  So an agent can either have a predetermined environment I which its behaviors will complete the desired task.  Or if there is no such predetermined environment, an agent can be placed in different environments and the researcher can observe its emergent behaviors.
3.2 Complete Agent Principle

The complete agent principle looks at the design of an agent as a whole instead of separate subsystems developed separate, and then combining all the subsystem into a complete agent.  Rolf defines, “The complete agent principle states that when designing agents we must think about the complete agent behaving in the real world.” [6]  This is important because designing separate subsystems can lead to unnecessary problems.  Rolf states, “This principle contrasts with the paradigm of ‘divide and conquer’ that pervades virtually all scientific disciplines: decompose a problem or system into simple subsystems which can then be developed separately.  Once the subsystems have been designed, they can then be put together again.  But it often turns out that in practice, subsystems create unnecessary problems, known as artifacts, which would not exist if the system were taken into account in its entirety.” [6] When designing complete agents everything is interconnected much like biological systems in the real world.
3.5 Cheap Design Principle


This principle describes an agent that can manipulate its surrounding to its benefit is therefore more intelligent.  Rolf defines, “The principle of cheap design states that if agents are built to exploit the properties of the ecological niche and the characteristics of the interaction with the environment, their design and construction will be much easier, or ‘cheaper’.” [6] This principle leads to the design of simple machines, because they can use their environment to help perform a desired task, this will lead to less expensive machines.  Rolf said, “…the resulting agents will be cheap in the literal sense of the word: if they are simple, they will be inexpensive to design, manufacture, and maintain.” [6]
3.6 Redundancy Principle


If redundancy is use in the design of an agent the agent will be more robust, that is it will be able to function even if its surroundings change significantly.  Rolf defines, “The redundancy principle states that intelligent agents must be designed in such a way that (a) their different subsystems function on the basis of different physical processes, and (b) there is partial overlap of functionality between the different subsystems.” [6] Redundancy is seen throughout biological systems, this is because these systems are adaptive.  Rolf states, “…biological systems are extremely redundant because redundancy makes them more adaptive: if one part of process fails, another, similar part or process can take over.” [6] Therefore if redundancy is used to design machines they will be more robust because if one system fails or encounters a problem the other redundant systems can pick up the slack and continue performing the desired task.
3.7 Sensory-motor Coordination Principle


This principle of sensory-motor coordination does not have to be programmed in an agent because the agent will automatically sense its own interactions with-in its environment.  Rolf wrote, “The principle of sensory-motor coordination states that through sensory-motor coordination structured sensory stimulation is induced.” [6] This principle shows how the body and information are connected, for example a human can see a cup on a table, this sends sensory signals to the brain, and if that human then grabbed the cup it to sends signals to the brain, the brain can then inform the hand that the cup may be heavy and contain a liquid.
3.8 Ecological Balance Principle


This principle comes directly from the evolution of organisms, in that their bodies and their brains are of the same complexity.  Rolf defines, “The principle of ecological balance has two parts.  The first states that given a certain task environment, there has to be a match between the complexities of the agent’s sensory, motor, and neural systems.  The second aspect is closely related to the first; it states there is a certain balance or task distribution between morphology, materials, control, and environment.” [6]  For example if an insect had the eyes that humans do they would not be able to function, the most obvious reason is that our eyes are too large and the insect could not move, and the brains of the insect could not process the large amount of information that was sent to it by its complex eyes.  This is why it is important to develop agents with an ecological balance between what their bodies can perceive and do and what their brains can process, if the agent is out of balance it will fail.
3.9 Parallel, Loosely Coupled Processes Principle

The traditional control system is broken into a hierarchal model of separate functional modules, as seen below.

[3]


The embodied control system each slice is developed separately then tied together to form a robot control system, as seen below.
[3]

In this model each slice is performed in parallel, this leads to a more robust agent that can be built easily and also tested easily.  Rolf states, “The principle of parallel, loosely coupled processes states that intelligence is emergent from a large number of parallel processes that the often coordinated through embodiment, in particular via the embodied interaction with the environment.” [Pfeifer and Bongard 134]  The term loosely coupled in an embodied agent states the subsystems are coordinated through its environment.  Rolf wrote, “The coupling is called ‘loose’ because the global coordination is achieved indirectly—through the environment—and not directly through the neural system.” [6] 
3.10 Value Principle

The value principle of an agent describes what is good for an agent and how an agent should perform in certain situations.  Rolf wrote, “The value principle states that intelligent agents are equipped with a value system which constitutes a basic set of assumptions about what is good for the agent.” [6] However, this set of values has to be programmed into the agent by its designer.  Rolf states, “…we have to mind the frame-of-reference problem here: To the designer, these decisions are explicit, but once they are implemented on the robot, its behavior is emergent from a combination of all the components and mechanisms.  So, the value is in the head of the designer rather than the head of the robot.” [6]
4 Design Principles for Development


Developmental robotics is the idea of taking a simple robot and training the robot through an education process.  Rolf describes, “such systems could be designed sing a developmental approach, starting with an initial system that would—hopefully—be much simpler, so that a robot would learn to perceive or to run on it won, rather than having to be explicitly programmed to do so.” [6] To do this the developmental approach focuses on the lifetime of an agent and not just the present or here and now time frame.  The idea of an agent being able to learn is important because the ability to learn is important to intelligence.  Rolf states, “Although building an autonomously developing robot remains far out of reach, it is certainly a fascinating vision.  Just imagine if we could watch a robot acquire more and more skills over time, eventually starting to walk and talk by interacting with the world, and with us, on its own!  This is the ultimate, grand goal of the field of developmental robotics.” [6]
4.1 Integration of Time Scales


Development is a long and arduous process that can take many years.  If the goal is to replicate humans it is important to understand time scales for human behavior.  Rolf explains, “Time scales in human behavior.  Time scales from very short (msec range, for neural systems and rapid movement, to seconds for short-term memory (STM), to minutes and hours for moods an for moving from one place to another, to day, months, and years for ontogenetic development and long-tem memory (LTM), to decades, centuries, and millions of years for phylogenetic processes.  Many of these time scales need to be integrated in a human being living in the real world.” [6] This task can be very daunting for researchers and developers, and their experiments could take forever.  However, there are limitations in robotics that have compounded this problem.  Rolf states, “In order to study long-term development we would need robots capable of interacting with the real world over extended periods of time.  Currently available robots are not robust and self-sufficient enough to do so.” [6]
4.2 Development as an Incremental Process


This principle of development as an incremental process, it is necessary that the agent is simple so that it can learn and develop.  Rolf states, “In order for the organism to learn control of its own complex brain-body system, it is necessary to start simple so that the organism—natural or artificial—can successively build o top of what is has already learned.” [6] If the agent began by using its full complexity it would not be able to learn anything.
4.3 Discovery

An agent can discover a lot about its own physiology by simply moving through its environment.  Rolf writes, “By moving in lots of different ways, or, more generally, by exploring your body in your environment, you can discover and ultimately learn the attractor states and the transitions between them, i.e., you develop a body image.” [6] Attractor states are patterns of movement, for example a dog could be standing, walking, jumping, running, or skipping.  These are all attractor states and have precise movements of the dogs’ legs.  When the dog walks it moves two of it legs and the other two are on the ground, this movement can be stored as the symbol walking.  This ability to know what attractor state the agent is in leads to its body image.
4.4 Social Interaction


Social interaction is important for an agents’ ability to learn from their environment.  Agents can do this through imitation that is perceived by another agent and replicating its movements.  Natural language is at the heart of social interaction and is essential for human development
“It seems that sensory-motor processing combined with social interaction provides the most powerful engine for development.” [6]
6 Conclusion

The field of artificial intelligence has changed forever due to the two principles developed by Brooks, they are embodiment and situatedness.  This is because developing agents that interact with the real world will ultimately lead to a better understanding of intelligence.  As technology continues to become faster advances in artificial intelligence will also become more humanlike.  For example Honda’s humanoid ASIMO can walk with a tray, run, walk up and down stairs, and can interact with its environment, can be seen below.
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