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1. Introduction

Extreme programming has been picking up speed since its inception in the mid-nineties.  As companies try to find new and better ways to control their software projects more and more are turning to Extreme Programming as their tool of choice.  XP offers the solutions to many of the problems plaguing software development such as risk management, changing requirements, and communication.  

2. Background



Extreme programming is built around the basic ideas of agile development.  Agile is a process that allows for control over every aspect of a project and allows for changes during the development cycle.  It keeps the project moving in the face of changes instead of spending great deals of time and money when changes are made.
2.1. The Current State of Software Development

Since the advent of the technology industry one of the major problems that has plagued companies is organization.  Usually a waterfall model of development is used to control a project  In this process a plan is drawn out and carried through until the project is completed.  Requirements for the software stay the same throughout the project.  This poses a problem for the ever-changing world of software development because requirements tend to change all of the time.
2.2. The Birth of the Agile Development Process

Agile development takes the typical business model and then reforms it so that projects can respond to change.  While the waterfall model uses all of the important concepts of software development like requirements writing, design, coding, debugging, and testing, it uses them in the wrong way.  Agile takes these pieces of the development process and restructure them in such a way that makes the project move smoother and react easier to change.
  Agile pushes some of the major ideas used in Extreme Programming.  Keep the development cycles small so that the project can be reassessed early and often.  Keep the code simple so that it is easy to read and revise.  Most importantly keep the project modular so that when a requirement changes or a customer requires a new feature, the project can shift gears easily to accommodate the change.

2.3. Agile Development as Seen By Extreme Programming

Extreme Programming takes many of the ideas of agile programming and puts them into action.  It uses very short iterations, for example, so that the project can respond to any changes that were made by the customer through the course of that iteration.  It also combines many basic programming practices into a single task.  While developers are pair programming they are writing code that is easily readable in order to reduce documentation, also pairs peer reviewing the code, as well as refactoring older code, all at the same time.  XP attempts to remove bulky time consuming tasks like documentation, peer review, and refactoring and tries to just handle these at the source level.3
3. Problems with Traditional Development Techniques

While the traditional development style may work best for some projects, many of them could benefit from a change in their structure.  In a waterfall model there just isn’t room for change or major problems.  These are not properly factored into the design and can cause massive failure down the road.
3.1. Responding to Change

What happens when the customer changes their mind about the requirements halfway through a project?  In a traditional waterfall project there is not much you can do other than stop development on the current form of the project and start again at the beginning of the process with the new requirements.  This is very costly and wastes a great deal of time on now unwanted code.1  The waterfall process does not build software to be useful halfway through the project.  The code does not become functional until the entire project is completed.  If changes have to be made in the middle then most of the code would need to be completely rewritten.
3.2. Evaluating Risks

In a traditional development environment the risks are assessed before the project even begins.  Every aspect of the project is planned out from the start.  This process would work just fine if the chance for unseen risks was extremely low.  A risk or problem in the project that was unforeseen could bring work to a halt because it was not accounted for in the original plan.1  Many risks on a project change on a daily basis.  This means what was originally was thought to be a one day task could very easily become a one month task.  
4. Extreme Programming Solutions

Extreme programming takes all of the problems associated with traditional development and creates a concrete solution.  XP sees risk and change as the most difficult to control aspects of a project and its main focus is to address these exact issues.
4.1. Overview of XP

The XP process was originally developed by Kent Beck, Ward Cunningham, and Ron Jeffries.  These three were working on a payroll project for Chrysler called C3 (Chrysler Comprehensive Compensation System).  Beck was named project leader for the then failing software project.  He began to overhaul the entire development system that was currently in place.  The system they came up with was the beginning framework of the XP process.  While the project ultimately failed, the men refined their process over the years until it resembled the current form of Extreme Programming.
  Beck released the first comprehensive guide to XP in 1999 entitled Extreme Programming Explained.  There were many issues that had been plaguing development that XP was setting out to fix.  Most of these problems dealt with the difficulty in assessing the risk of a project or the risk of a piece of a project.

There are many risks to a project that can severely hamper its momentum and quality.  One of the most common are schedule slips.  XP addresses this issue by using very quick release schedules, a few months at the most.  Within these releases are very quick iterations that are only a few weeks long at the most and contains only customer-requested features.  At the end of an iteration the customer receives the product and gives feedback to the development team.  This lets the team know during a release whether or not they are headed down the right path.  They do not have to wait until the end of the release schedule to know if their work is on the right track.

Other risks like systems slowly being overcome with bugs and defects are also addressed by XP.  Automated test suites are created to test every aspect of the program as it is being written.  These tests are run constantly letting programmers know if they have broken functionality with their new code.  This automatic testing keeps bugs out of older code and gives feedback to the programmers on how their new code is affecting the system.

Staff issues can also become a large problem in the mid to late life of a development cycle.  XP creates an environment of accountability for programmers.  Their work is constantly being looked over by other members of the team while at the same time they get instant feedback about how well they are meeting task deadlines.  XP also introduces a social environment for programmers reducing the loneliness that often causes job dissatisfaction.  Newcomers to the project are helped along through pair programming by the more experienced members of the team.  These new team members are gradually encouraged to take on more and more responsibility and are helped along by the veteran team members.
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This diagram displays how the many different pieces of the XP system work together to form a cohesive structure.4
4.2. The Economics of XP


One of the major problems people have with XP is that they must place two programmers on every task making each task seemingly cost twice as much.  This may seem like the case from an outsider’s point of view but the two person operation eventually will end up saving money.  Having two people looking at the code at all times keeps mistakes to a minimum.  This means fewer bugs down the road and less need for review of the code down the road as well.  

The great thing about XP is that the projects give developers economic options not available in the traditional model.  You have the option to abandon your project at any point and be left with code that is still usable.  You have the option to scale the project to larger sizes if the market is improving.  Also you have the ability to change direction of the requirements halfway through the project. 
  The most important requirements are always completed first in an XP environment.  Stories involving gold-plating and less important features are left to the end of the release schedule and are included only if there is time.  This way if the project does have to be cancelled the customer is left with the most important parts of their software finished.
4.3. The Planning Game

The planning game is the process through which the developer gets the necessary requirements from the customer in order to create a strategy for the project.  The planning game is one of the most important aspects of the XP process.  If used correctly the project manager will be able to properly estimate the effort needed for the project and the requirements most needed by the customer.  There are two different players of the game, Development and Business.  The Business players consist of the people that will be making decisions about what the piece of software will do, usually the customer.  The Development players consist of the people responsible for implementing the system, more than likely a project manager.  Between these two groups there are 3 phases that are played out between Development and Business in order to get a better idea of the project.  These phases include exploration, commitment, and steering.  Through these phases the project plan is built and the developer can begin work on the product.
  Each of these phases contains moves that are used to narrow down what Business wants from a piece of software. 
During the Exploration phase there are three moves that take place.  First Business writes a story describing a feature they wish to see in the software.  These stories are written on 3x5 index cards and are given a name and short description of what the story is about.  Development then takes the story and attempts to generate an estimate of effort for it.  The final move made in this phase is to see if a story needs to be split into smaller sub stories.  Sometimes the stories that Business writes on the cards are too large to be considered a single story.  This is most apparent if Development has trouble coming up with an estimate for the story.4

The next phase, Commitment, has four different moves in it.  In the first move Business takes all of the story cards that were generated in the Exploration phase and lays them out.  They will separate these stories into three different piles.  The first pile will consist of stories that are essential for the system to function properly.  The second pile is stories that are not essential but add a large amount of business value to the software.  The third pile is stories that would be nice to have but do not provide value like the stories in the first two piles.  In the next move Development takes the stories and separates them into three piles according to risk.  The first pile is stories that they can estimate precisely.  The second pile is stories that they can estimate within a reasonable time frame.  The third pile is stories where they have no idea what the effort estimate could be.  Development then sets the velocity of the project by telling Business how much the team can program in a month.  Business then chooses the set of cards to be completed for the first release.  This decision is based off of velocity set for the project by Development.4

The final phase for the project is Steering.  This phase is used at the beginning of every single iteration as a kind of update to the original plan.  The first move sets up the next Iteration.  Business picks the most valuable stories that can fit within an iteration deadline.  The next move, Recovery, allows Development to retool their velocity if they had overestimated.  They can then go to Business with the new velocity and allow them to decide which stories are the most valuable based on the new time-frame.  The next move is where Business proposes new stories to Development.  Development then creates estimates for these stories and then they can be inserted into an iteration if necessary.  The final move, called Reestimate, is where Development checks to see if their current plan still provides an accurate map for development.4

With the three phases complete the project now has an accurate roadmap that can be used to begin production on the software.  Through the story/estimate system developers can much more accurately calculate the risk involved with a project and deal with that risk before it becomes a problem down the road.

The same Exploration, Commitment, and Steering phases are used when planning out the current iteration as well.  In the iteration plan the customer chooses which stories are most important to them at the moment.  The project manager places as many of these stories as he believes possible into the next iteration.  The PM then organizes the iteration and begins breaking up and assigning work to the development team.  Iteration planning should not take a great deal of time out of the day.  The object of iteration plan is to get the ball rolling while setting up a basic plan for people to follow.  Depending on the size of a project, iteration planning is not even necessary.  In a group of two there is no need to properly split up work and assign tasks to specific people.  In a group of 10, though, there needs to be some order in coordinating who deals with what aspect of the project.
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This picture here illustrates how each iteration plays out over the course of its three week life cycle.9
4.4. Small Releases

Short iterations are one of the major reasons XP can be so effective.  By keeping iterations to the length of two to three weeks a developer can easily show the customer their product and get feedback immediately.  Instead of creating the entire product and then finding out the customer wanted something different, a developer will instantly know if they need to change the requirements and head down a different path and without losing a great deal of time and money.  XP methodology states that requirements are a fluid and constantly changing entity and through short iterations it can tackle this risk to keep the loss low. 9

Another benefit of a short release schedule is that it is much easier to plan.  Accurately planning for six months to a year down the road is next to impossible.  Planning for a month or two in advance is much more manageable and keeps work estimates at a much more realistic level.
4.5. Metaphor

Any XP project is guided with a single all-encompassing metaphor that gives the developers a very broad view of what their goal is.  Even though a program may have a lot of fine bits and pieces that it requires to work, the metaphor generalizes all of those pieces into a single idea that can be shared by all of the programmers.  Having a common goal on a project makes coding a lot less confusing and can inspire a development team.


The metaphor view of the project is similar to what is usually called the “architecture.”  The difference is that architectures are not usually associated with such a broad view of a system. The metaphor is an easily communicated idea that explains complex design structures to the developer, the customer, and anyone else that needs to understand the project.
4.6. Simple Design

Why try to create a huge elaborate solution to a problem when a simple solution is easy to find and implement?  Complex solutions can usually end up causing massive headaches down the road.  Not only will the programmers forget how they ended up with their solution but someone looking at the code for the first time would have no idea what was going on.  Keeping things simple keeps projects from breaking.3

There are four steps that every programmer should take to review their code and verify that they have created a simple design.  First, run every test and verify that they are all passing.  Second, make sure that there is no logic in the new code that duplicates what is already being done.  While this may be difficult to do if you are new to a system, someone who has experience with the code will be able to tell if their logic is a duplicate of old code.  Third, make sure that the code does everything that you set out to accomplish.  Last, make sure that the code has the fewest possible number of classes and methods.  The fewer classes and methods there are the less confusion there is to someone else coming in to revise the code.

The design of the project is broken up into three different fields.  What you have now, what you need now, and what you think you need later.  The pieces that you think you need later are almost always the most complicated.  This means those will take up the most time, but are possibly not necessary at all.  The idea is to focus not on the future, but what is necessary for the project right now.  What you think you need later will more than likely change over time so doing those tasks first would be a waste of time and effort.  With every addition to the project you add complexity as well. Make sure that the modules you are adding are necessary complexity.
4.7. Testing


One of the most important rules of Extreme Programming is that programmers must always test first.  Testing in XP has to be an automatic procedure.  No one wants to sit in front of a program with a 500 page testing document and check off what works and what doesn’t.  Why can’t this process be automated?  Automatic testing takes out the human element from the testing process.  People get tired and aggravated.  They become stressed and forget or lose concentration.  Automated testing removes problems like these and improves testing efficiency as well.  Also, it is impossible to test every aspect of a program.  Certain aspects of the program must be chosen for testing.  Any piece of code that that has a possibility to break should be given a test.  If a piece of code is so simple that there is no possible way it will break then it probably doesn’t need a test.  Tests should be written by both the programmers and the customer.  While the customer’s tests will probably be written on paper and handed to the programmers to implement, they can still help the testing process by finding tests that were overlooked by the programmers.  Making the customer also write tests keeps them involved in the process and up to speed on the project.

  Before any code is written a pair should write the tests that will later be run against their code.  Each of these new tests should fail when run and then slowly as the actual code is written the tests will begin to pass.  This process helps the programmers understand their task goal before they write code and gives them better understanding of what they are programming.  It also makes sure that tests are created for every piece of code in the program.3

The XP belief is that testing should not be something that is only done during a quality control process.  While testers have their place in the development world, testing needs to be done much more often.  Unit testing and functional testing give the developers instant feedback on how their new code is integrating with the rest of the system.  Most bugs can be resolved long before the product is shipped out to the customer.

Along with unit testing there are three other forms of testing that are integral to completing a fully functional test suite.  Parallel testing tests the new system to make sure it functions just like the old one does.  It checks that the new system still functions perfectly using the data stored in the old system.  Stress testing pushes a system to its limits.  It is designed to put the maximum amount of strain on a system so that developers know its breaking point.  Finally, there is Monkey testing.  This test is designed to make sure that the system still functions properly when given all kinds of bad input data.3 


Extreme programming places a lot of input on testing.  Automated testing is seen as a way to remove the human element and human error away from the testing world.  It also speeds up the entire process by allowing an entire system to be tested in minutes.  By testing early and often problems can be caught before they do any real damage to the system design and the code is a whole lot cleaner.
4.8. Refactoring


In XP refactoring of a program is done on constantly.  While a team of programmers are working on a specific section of code they should be on the lookout for older code that might be poorly written or has been in need of change.  This means any time a pair has to work with previously written code they should also be looking for errors in need of refactoring.  These errors should be fixed on the spot making refactoring a constant process within the project.

4.9. Pair Programming

The idea of pair programming is not just limited to XP but it is much more strictly enforced in that environment.  The pair programming system involves the use of one person writing code, the driver, while the other person, the navigator, reviews the code that is written and offers suggestions and ideas to the driver.  This way the code is peer reviewed while it is being written.  This keeps mistakes to a minimum right at the code generation level.  There is no need for a peer review of the code at a later date.  All code is to be written as pairs.  This keeps two eyes on every section of code allowing at least two people to know the process behind the code and be able to explain it to anyone who was not involved in writing it.
 


 Pair programming can take a different shape when you place two people of varying experience levels together.  At first the person with less experience will do very little coding themselves.  They will learn what the code is doing and ask questions about how program works.  The less experienced programmer can also catch small mistakes in the code while they are learning.   Even a less experienced programmer can provide a service to a more experienced one.  The gap will eventually disappear after a few months when the less experienced programmer finally catches up to speed with all that is going on within the software.  Now you would have two people instead of one that know the same code at almost the same detail.  This becomes very useful when team members are absent.  You will always have at least two people that are knowledgeable about each piece of the code.
4.10. Collective Ownership

Instead of singling out people who have made a mistake a collective ownership of the code is created.  Everyone is responsible for problems in the code, not just the person who may have written it.  It is a radical idea, anyone can change any piece of code at anytime. This methodology gets the entire team thinking about the code as a constant revision process.  Placing blame does not fix bugs.  This “group-think” mentality not only helps the group gel together more smoothly but also keeps developers more focused on their current code than the code that they wrote in the past.
  

One of the major benefits of using the collective ownership mentality is that complex code does not stay very long in the project.  Everyone is constantly looking for code to refactor and simplify.  The collective ownership system actually deters people from enterting complex code in the first place.  If you know that the rest of the team is just going to find and simplify a complex piece of code that you have just written that it would probably be within your best interests to just simplify it now instead of making someone else do it later.
4.11. Continuous Integration

The basic idea of the continuous integration is that no code sits unintegrated for more than a couple of hours.  Pairs should be checking their revisions and additions to a project into a repository base early and often.  Pairs should act as if they were the only people working on the project.  Unit tests should be run and 100% of them should pass before checking in any code as well.  They can change any code they wish and do not worry about what the other team members are working on. 

 The time to start thinking about the work of the other group comes when the code must be integrated into the base.  The programming tools will warn of collisions between the new code and the code checked into the base revision.  If they have a task that may take some time for them to complete they should still check in parts of their code to make sure that their revisions have not broken any tests or parts of the program.  This guarantees that the system is functioning properly when the code is added to the base.  This also helps keep bugs to a minimum during development. One pair should check in a program at a time so that if their code conflicts with another pair’s it will be easy to track down.3
4.12. 40-hour Work Week

The idea behind the 40 hour work week is that teams cannot stay fresh and energized if they are working large amounts of overtime.  While certain team members enjoy larger amounts of work, the general idea is that no one can handle working 60 to 70 hours a week on a regular basis and still stay fresh.  If a team is tired there will be more mistakes in the code that will have to be fixed down the road, leading to more overtime.  XP programming practices already have team members programming at top speeds thanks to pair programming and short iteration cycles.  If a project’s schedule is forcing a team to work more than 40 hours a week on a regular basis then the project’s schedule must be too demanding and needs to be reworked.3  
4.13. On-Site Customer

By having a customer nearby the programming team can get instant feedback about the direction of the project.  At the same time the customer can also add value to the project by writing functional tests and give small-scale advice about priority and scope decisions that otherwise would be left to the developer.  While not completely necessary, the on-site customer can fill a communication gap between the developers and the customer that can keep confusion at a minimum.


One major problem with the on-site customer is that the company that the software is being built for might not want to give anyone up.  The simple truth is that there is no way that the programmers will come up with 40 hours of questions every week.  The on-site customer will still be able to get their work done, but without the benefit of being in their own office.  The upside is that developers would then have the ability to have their questions instantly answered by a customer that knows what the system needs. 
4.14. Coding Standards

What good is code that you can’t read?  With XP, pairs are constantly moving around and changing projects.  If they had to learn a new code standard every time they changed partners then nothing would get done.  The team should set down coding rules and standards at the beginning of a project and then pairs should enforce those rules at all times while coding.  This keeps transitions from task to task very smooth.  Code that is easy to read also helps a person understand it much faster. 


Another reason for implementing coding standards is time.  It takes way too much time to constantly be refactoring other people’s code to fit some other standard.  Refactoring is not meant for style changes or coding standard changes.  It is a waste of resources to have to spend large amounts of time refactoring someone’s code to fit a standard.  The team should be given the standard and they should all abide by it.
4.15. Office Arrangement


A major departure from the typical development set-up is how the office is arranged.  This can put a strain on companies attempting to convert to XP because it requires a completely different office environment than the typical workplace.  Cubicles for the most part are shunned in an XP environment.  While pairs need to have some kind of separation from the others who are working, a closed off environment is not the way to go.  The typical XP room looks much like a large bullpen.  The room is very open with as few walls as possible.  Stations are set up in open areas in the center of the room so that pairs have room to move around and work together.  Small “cubbies” should be set around the perimeter of the office.  Employees can place their personal belongings in them as well as retreat to one for some privacy or to make a phone call.  A section of the room should also be partitioned for relaxation activities.  Maybe some nice chairs, a coffee machine, a refrigerator.  The employees need to be given some kind of a relaxing communal space where they can go when they are not working or need a break.3

Employees need to feel welcome inside of the workplace.  If a computer is in a bad spot then it needs to be moved where people can work at it comfortably.  If a wall partition is causing problems then take it down.  Everyone has to work in this environment at least 40 hours a week.  People need to feel comfortable or else they will not be nearly as productive.
5. Difficulties of XP

While the process may seem very straightforward there are some pieces of the process that can cause major problems for developers.  The process is simple, but the difficulty lies in its execution.  After all, programmers are only human and certain environments affect people in different ways.
5.1. Breaking Social Barriers

One of the most difficult hurdles to overcome with XP is the social aspect of its methods.  You are forced into a social situation with at least one other programmer at all times.  It can be difficult to get people to break down their social walls and interact with each other.  One of the biggest problems for programmers is admitting when they don’t know something.  In the pair programming environment you are sometimes forced to realize that you don’t know all there is to know about computer science.  One of the hardest things you may have to do is turn to your partner and admit that you have forgotten or don’t completely understand a basic concept of computer science.  It all comes down to swallowing your pride and doing what is best for the project and not what is best for your ego.  Emotions can sometimes run a little hot when a pair of programmers cannot agree on their code.3  Most businesses reward individual effort with individual evaluations, raises, and bonuses.  It is tough to think about the project as a whole and just focus on the group’s contribution instead of your own personal contribution to the project.
5.2. When is XP right for you?

The XP approach to development is not for all business models.  Its main design is for small groups of programmers; about 5 to 10 people.  The business model works very well for contractors and outsourcing companies.  These companies usually deal in small groups attacking large and ever-changing problems.  The XP approach is also ideal for companies using new or prototype technologies.  When the technology is so new that no one really knows how to use it requirements will constantly be changing and require the development group to keep up with the changes.3  Companies that require a large specification pointing out the exact plan for the entire project will have trouble implementing the XP system.  There cannot be a plan set in stone going into an XP project.  The process needs to be fluid and okay with change.  Any kind of a project where the compile time takes more than an hour will have trouble using the XP system.  If you cannot integrate the software easily and in a timely fashion then the XP process is not being used properly.
6. XP in Action

While the theory of Extreme Programming seems sound, the true test occurs when these ideas are put into practice.  The number of companies that use XP has been growing very rapidly in recent years thanks to the “buzz” surrounding its methodology.  Some larger companies have also started to adopt some XP standards within some of their projects.  Mainly smaller companies use the XP approach which allows them to stay very agile with their customers and respond to their ever-changing needs.  The software contractor Magpie Telecom Insiders, for example has taken this approach with all of their customers which includes such large corporations as Avaya, Lucent, and Cisco.  Their use of the XP framework forces the customer to use it as well.  Through this process larger companies are learning how to use Extreme Programming methods in their everyday work.  

While the methodology has been shown to work very efficiently many companies are still very wary about the switch to such a different development method.  The first step is being taken by many major corporations, though as big business attempts some its projects in the XP format to see how it can benefit them.  DaimlerChrysler, the company where XP began, still uses many of the practices today including constant code review and unit testing.  Capital One has attempted using the XP approach for some of its projects.  It found that while some of the practices can be a bit on the extreme side, many of the agile practices help them run their business much more efficiently.  Entertainment channel Noggin LLC also gave XP a chance when it came time to launch their interactive website.  Motorola, on the other hand, attempted to use many of the practices on a recent project but found it doesn’t work as well when dealing with global development projects.11
7. Conclusion



Much of the software industry has been using the same development processes for the last forty years.  While technology has taken leaps and bounds in brave new directions, the way projects are organized and executed hasn’t changed much at all.  XP is one of the first new ideas to come along that completely restructures the way that companies write their code. 


With technology becoming more and more advanced and the software industry moving forward so quickly, companies cannot afford to be bogged down by poor project management.  While it may not be the cure-all to all of the software industry’s development woes, extreme programming definitely helps fix a great deal of problems plaguing it.  It looks at the most crucial areas of development like project risk and requirements and addresses them first.  While not all companies would be able to see the benefits of the XP approach to development, they could at the very least learn about new possibilities that could help reshape their business practices to be more efficient in the future.
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