Name(s) _____________________________

BA 355: Case 1, Part 2

What is the average point spread for NFL games since 2003?  And what logistic regression coefficients make the best model for NFL data since 2003?

These answers might be easy if you had the data in MS Excel, but you don’t.  So let’s go get it.

1) Go to NFL Football Odds & Line History on TeamRankings.com.  Be sure the range is set to “Since 2003.” 
2) Select and copy half of the data including closing spread of 0.  You could really copy either the top half – from the underdog perspective or the bottom half – from the favorite perspective.  Previously we looked at it from the favorite perspective, with negative point spreads, so perhaps stay consistent with this?  Paste the data into MS Excel.
3) There may be a few issues pasting into Excel.  
a) Excel might turn some data into date format, Excel just can’t help itself.  Fix this.
b) It might not paste neatly.  If you have trouble with this, ask me for help.
4) For our purposes we only need the first four columns which are the point spread, number of games, record and win percentage.  You can delete the last three columns (which have to do with whether a bet won, not whether the team won, and we don’t care about this).  Label the first four columns.
5) The results are pretty amazing, for thousands of NFL games.  Use these to answer the questions below.

Questions:

a) How many total games are in the data set now?
b) Which point spread is (by far) the most common?  (Also known as the mode.)
c) What is the average point spread for an NFL game?  Factor in both columns A and B for this calculation.  Need a hint?  Ask me.
d) What is the median point spread for an NFL game?  Again, factor in both columns A and B.
e) Conveniently, the percentage of wins is already calculated for us.  For example, a 10 point favorite had a record of 147 wins and 39 losses in 186 games.  This yields a win percentage of 147/186 = 79%.  But as we saw before, what should be done with a tie?  We considered either counting it as a loss (for the favorite) or throwing it out.  They do it differently here, figure out how.  For example, 6 point favorites won 187 games, lost 90 games and tied 1 game out of 278 games.  They list a percentage of 67.4% -- what were the numerator and denominator for this fraction?

Now let’s build the best linear model that we can.

f) Graph the data (and include the graph with your submission).  Use point spread as the x-variable and the win percentage as your y-variable.
g) The probabilities are 100% for every point greater than or equal to 18.  Ignore those points.  Graph the data (and include) from just using the points from 0 to 17 (technically -17) and determine the linear regression equation.  What is the equation of this line?
h) What is the r2 value for this data?  What does this tell us?  Just from eyeballing the graph, does it look like linear is a good fit?
i) Finally, what is our best linear model?  For the equation from g), force the y-intercept to be 0.5 (= 50% for pick ‘em games between exactly equal opponents).  Recalculate the equation of the line – what is it?  Compare this with the last equation from the abstract of the Stern paper – found on the course webpage – and see how our model matches Professor Stern’s model.

You can now estimate the chance of a team winning a game in your head!  For example, if a team is a 7 point favorite, a good estimate of the chance they will win the game is 50% + ~3%*7 = 50% + 21% = 71%.  This and $5 will get you a cup of coffee.

Now let’s fit an even better model to all of the data, the logistic model determined by the equation below.


Fit this curve using first using just the 45 pairs of points from before and by minimizing the sum of the errors squared.  Calculate: 

j) the coefficients β0 and β1 and 
k) the coefficient β1 forcing β0 = 0.
l) Include the graph of the data with the very cool logistic curve superimposed on top of it.  Ask me if you need help with this.  The curve can be for either the coefficients from j) or k).  I believe that not only is the curve for part k) a great model, I believe that it may be the best possible model for this data.

Now recalculate the values for j) and k) above factoring in the 5000+ data points and by minimizing the sum of the errors squared, calling these answers m) and n).

Lastly, let’s compare how the linear and logistic models work.  Use the models from parts i) and n) to estimate win probabilities for the point spreads in the table below:

	Point Spread
	Linear 
	Logistic

	0
	50%
	50%

	-3
	
	

	-7
	
	

	-10
	
	

	-14
	
	

	-21
	
	

	-28
	
	



